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[2:  see footnote ]  When we discussed the major cortical networks in the session on Cognition, 1

we left aside the Language network.  As it was identified by Ji et al. , the Language network 2

includes two major areas—the superior temporal gyrus in the temporal lobe and most of the 
inferior frontal gyrus with the bank of the sulcus above it—plus two minor areas—one on the 
ventral surface of the temporal lobe near the pole and the other, a very interesting bit of tissue, in 
the dorsolateral prefrontal cortex.  We will see, however, that language reaches far beyond these 
regions in the brain. 

[3]  Understanding of language in the brain has advanced dramatically since the turn of the 
millennium twenty years ago.  The entire 20th century was dominated by 19th century ideas 
about the neuroscience of language.  In 1861 the French physician and anatomist Paul Broca 
examined a patient who understood what was said to him perfectly well but could not speak.  
Fortunately for Broca, the patient died two weeks later.  Broca performed an autopsy and found 
damage in the inferior prefrontal cortex.  When Broca discovered another patient with similar 
symptoms and damage to about the same area of cortex, he announced that he had found the 
speech center of the brain, which has come to be called Broca’s area.  Inspired by Broca, in 1874 
the German physician Carl Wernicke identified another area in the brain where damage 
interfered with understanding language.  Patients with “Wernicke’s aphasia” could speak, but 
what they said didn’t make much sense.  This area, around the junction of the parietal and 
temporal lobes, came to be called “Wernicke’s area”. 

[4]  Broca and Wernicke’s findings resulted in the theory that there were two centers in cortex, 
one for understanding language and one for producing it, which were connected by the arcuate 
fasciculus.  A current textbook —which says “Most language processing goes on in one 3

hemisphere, called the ‘dominant’ hemisphere”—states that the left hemisphere is dominant in 98 
percent of right-handed individuals and 60 to 65 percent of non-right-handed individuals.  We 
will see that the question of lateralization of language function is much more complicated than 
that.  We will also see that while Broca’s area is certainly implicated in language function, its 
role is complicated and not well understood; it is involved in the production of speech but so are 
other areas of cortex.  For its part, “Wernicke’s area” has ceased to be a term with much use; the 
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parts of cortex assigned to it by different research groups vary, and it is clear that no single parcel 
of cortex is responsible for “understanding language”.   And while the arcuate fasiculus does 
connect areas implicated in language function, so do a number of other connective tracts between 
language-involved cortical areas, as shown on the right in the illustration. 

[5]  The left-lateralized production-comprehension theory of language dominated research 
throughout the 20th century.  That began to change with the publication of a short article by 
Gregory Hickok and David Poeppel  in 2000.  Their theory has generated a great deal of progress 4

in the neuroscience of language and is widely accepted, although not established as dogma (yet).  
Hickok and Poeppel proposed that there are two speech-processing pathways, both originating in 
the primary auditory cortex in the top center of the temporal lobe:  a dorsal pathway and a ventral 
pathway.  The dorsal pathway proceeds via the inferior parietal lobe to Broca’s area in the 
inferior frontal lobe.  It is concerned with mapping speech sounds onto the motor commands for 
making those sounds.  This has to be learned; infants are not born knowing how to make the 
sounds of the words in their language-to-be.  They hear words, and they learn to produce them by 
making random noises until they find out what motor commands result in the sounds of the 
words they have heard.  (We now know that the dorsal pathway also connects directly to the 
premotor cortex which controls the generation of movements by the motor cortex.)  The ventral 
pathway, on the other hand, is concerned with mapping speech sounds onto meanings; it 
connects (in the original proposal) to the area where the temporal, parietal, and occipital lobes 
meet.  Rather than having separate systems for speech production and comprehension with a 
connection between them, this arrangement has a single network in which activity flows in both 
directions.  When one hears speech, the main direction of activation is from auditory cortex to 
wherever meaning is stored (we’ll get to that shortly).  When one wants to say something, the 
main direction of activation is from meaning back to the sounds, and thence to the motor 
commands that produce the sounds. 

Note the parallel with the visual system.  It also has a dorsal pathway which connects occipital 
visual cortex via the parietal lobe to the frontal-lobe motor commands for manipulating objects 
and navigating among them, and a ventral pathway into the bottom of the temporal lobe for 
understanding what objects are and what they mean for oneself.  As Poeppel says, they “adopted 
and adapted” the dual pathway idea from vision research.  

The proposal also fits with certain aspects of the auditory system of non-human primates, which 
are known to have dual auditory paths.  A dorsal path, from the temporal auditory cortex into the 
parietal lobe, is involved in determining the location from which a sound comes; a ventral path, 
within the temporal lobe, is involved in recognizing the type of object or event that caused the 
sound.  An especially important group of sounds are vocalizations by conspecifics; each “call” is 
issued in specific circumstances; chimpanzees, for example, have more than a dozen standard 
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vocalizations.  When another animal calls, the ventral path is active in recognizing which call is 
being produced, and thus what the call means. 

(Primate vocalizations are not the evolutionary origin of human speech; they are involuntary 
behaviors originating in the brainstem, not in cortex.  But primates have voluntary control over 
their movements and sometimes use movements to communicate in ways that are not genetically 
controlled.  It is likely that human language originated in the gestural modality and was later 
transferred to the realm of sound, which has distinct advantages over gestures.  If you would like 
to pursue this idea, see Michael Tomasello’s book, Origins of Human Communication. ) 5

[6]  The Hickok-Poeppel dual path proposal was expanded in a 2004 article  and given its fullest 6

exposition in a 2007 article  by the same authors.  The information flow chart and brain map in 7

the illustration show the mature form of the theory.  All the connections in the flow chart are 
bidirectional, as the brain map shows.  When sound falls on the eardrum, the spiral shaped 
cochlea sends signals to the primary auditory cortex on the dorsal side of the superior temporal 
gyrus.  These signals indicate, over time, the spectral composition of the sound—that is, the 
amplitude of the sound in each band of wavelengths.  In this model the posterior part of the 
superior temporal sulcus analyzes this spectrotemporal information and identifies phonemes 
(think vowels and consonants).  At that point the two pathways diverge.  The dorsal, articulatory 
pathway passes (in this model) through a small patch in the left hemisphere where the temporal 
and parietal lobes meet at the top of the Sylvian fissure, then on to Broca’s area in the inferior 
frontal gyrus, the anterior insula (not shown, buried under Broca’s area), and the premotor 
cortex.  The ventral, semantic pathway uses the phonetic information to gain access to words, in 
the lower posterior temporal lobe.  Then (in this model) the meanings of the words are combined 
in the anterior temporal lobe, which communicates with the articulatory network in Broca’s area; 
the resulting conceptualization is distributed widely across cortex.  As we will see, some of the 
details of locations and processes will be revised based on later experimental work, but this basic 
idea has generated much of the progress in the neuroscience of language over the last 20 years. 

This research has used methods like functional magnetic resonance imaging to locate events in 
the brain and methods like electroencephalography to time them.  Experimental subjects are 
scanned while they do some task—like judging whether a word represents an animal or an 
artifact—so that the tissue involved in doing that task can be identified.  We will look at the 
results later.  But first we will dig into one particularly interesting research program, from Jack 
Gallant’s lab at Berkeley.  They used fMRI to observe signs of neural activity in subjects as they 
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listened to a couple of hours of stories.  The recordings came from the Moth Radio Hour, in 
which speakers tell unscripted autobiographical stories to a live audience.  The fMRI data 
measured the blood oxygen level in each cortical voxel (about a cubic millimeter; there are about 
30,000 voxels in the cortex) every two seconds (as fast as fMRI can go) over the two hour 
period.  So they had two streams of data:  the actual pattern of sound waves striking the eardrum 
millisecond by millisecond, and a proxy for the second-to-second neural response in each of the 
30,000-odd millimeter-scale voxels in the cortex (which itself is averaged over the 100,000 or so 
neurons in each voxel). 

[7]  With this data, they built three models .  Each model was designed to predict the response of 8

each voxel to the sound wave of the speech, but the models differed in the kind of information, 
extracted from the sound wave, that was used to make the prediction.  The three types of 
information were spectral, articulatory, and semantic.  We’ll take each in turn. 

The spectral model’s inputs were designed to match the signals that the primary auditory cortex 
receives from the cochlea of the ear.  The model measured the strength of the sound at each 
wavelength (pitch), millisecond by millisecond.  It then averaged the measure at each 
wavelength every two seconds, to match the temporal resolution of the fMRI measurements of 
neural activity.  Finally, it determined how sensitive each voxel of neural tissue was to each 
wavelength of sound.  The top model in the illustration (in blue) shows this spectral analysis and 
the averaging of the amplitudes every second for sound at the pitch of 2,081 vibrations per 
second, which is about an octave and a half above middle C.  80 such wavelength bands made up 
the input to the model that predicted neural responses to the spectral features of the sound wave. 

The articulatory model is shown in green in the middle of the illustration.  To derive it, the 
researchers transcribed all the stories into phonetic symbols, which are like letters but which 
indicate the actual sounds of the speech, and they recorded exactly when each phoneme occurred 
in the story.  Then they represented each occurrence of each phoneme as a combination of 
articulatory features.  One set of features applies to the vowels, and another set applies to the 
consonants.  Vowels are phonemes in which the flow of air through the larynx and mouth is not 
interrupted or made turbulent, but the spectral composition (the balance of wavelengths in 
relation to the fundamental frequency produced by the vibration of the vocal cords) is determined 
by the shape of the vocal apparatus.  A vowel can be specified by variables that represent the 
position of the jaw, tongue, and lips while the sound is produced.  Consonants are phonemes in 
which the flow of air through the mouth is interrupted or made turbulent.  They can be specified 
by another set of variables that are best explained with some examples.  Make the following 
sounds out loud as you read, and pay attention to what is going on in your mouth.  The difference 
between the sound of tea and pea is caused by a difference in the point of articulation, which is 
where the flow of air is interrupted:  the interruption in tea occurs where the tongue touches the 
roof of the mouth just behind the teeth, and pea is made by stopping the flow of sound with the 
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lips.  The difference between tea and dee, which have the same point of articulation behind the 
teeth, is called voicing; in tea the vocal cords do not vibrate until the obstruction is removed, and 
in dee they begin to vibrate just before that.  Finally, say tea and sea.  Tea is a plosive:  the 
sudden release of air is like an explosion.  Sea is a fricative:  the flow of air is never stopped, it is 
just made turbulent by the approach of the tongue to the roof of the mouth.  Between the jaw, 
tongue, and lip positions for vowels and the articulatory features for consonants, there are 22 
features that distinguish the phonemes of English.  These features, which occur on a millisecond 
timescale, were also averaged over two-second periods to match the pace of the fMRI signal.  
So, for example, a second clipped out of someone saying “Peter Piper picked a peck of pickled 
peppers” would have high values for the variables representing unvoiced, bilabial, and plosive 
due to all the peas.  The articulatory model used these 22 features to predict, over time, the 
activity of each of the voxels of cortex. 

The third model was semantic; it is shown in red on the bottom of the illustration.  One would 
typically utter several words per second, so some temporal smoothing is also needed for the 
semantic model.  But the big problem is the complexity of semantic (that is, conceptual) space.  
To deal with this problem, the researchers chose, as the features to be used to predict neural 
activity, 1,000 basic words spanning a broad range of topics.  Then they determined how close, 
semantically, each of the words in the stories is to each of the 1,000 basic words.  (There were 
about 10,000 different words, or types of words, in the stories.)  The method of doing this may 
strike you as strange, but it has proven to be reliable in computational linguistics.  When two 
words occur close to each other in a text (or in speech), their meanings are on average more 
closely related than the meanings of two words that are far apart.  So the researchers went 
through an enormous corpus of English text (1.5 trillion words, including all of Wikipedia, a lot 
of Twitter, and 600 books) to measure, for each of the 10,000-plus words that occurred in the 
stories, how close its meaning is to each of the 1,000 basic words.  After some statistical 
massaging, they used these 1,000 semantic features of the words in the stories to predict, over 
time, the activity of all the voxels of cortex when those words were heard. 

So what’s the point?  The models were developed using fMRI data from six subjects listening to 
ten stories, and they were tested for predictivity when the same subjects listened to an eleventh 
story.  If the model based on certain features of the ten stories can predict the response to the 
eleventh story of the neurons in some voxel of cortex, that fact is strong evidence that that voxel 
of cortex carries information about those features.  If a spectral model can predict the responses 
of certain voxels, those voxels presumably process spectral information.  The same is true of 
articulatory and semantic information. 

[8]  Here’s the prediction performance of the spectral model in each cortical voxel of one subject, 
displayed on a flattened map of that subject’s cortex.  Areas that are light or dark gray contain 
voxels whose activity was not predicted by the spectral model.  Areas that are red, yellow, and 
white contain voxels whose responses were increasingly well predicted, and those voxels are 
thus presumably processing information related to the spectral characteristics of the sound.  In 
both hemispheres, these spectrally sensitive voxels are almost all found inside the white outline 
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that circles the auditory cortex.  In fact, they are mostly found on the top and upper side of the 
central portion of the superior temporal gyrus, which is the primary auditory cortex.  These 
voxels are processing information received from the cochlea of the ear about the strength of 
sound at different wavelengths as the stories are heard.  This is consistent with the dual path 
theory, which is not surprising because we already knew that was where spectral information was 
processed. 

[9]  Here is the prediction performance on the eleventh story in the same subject of the model 
based on articulatory features.  Most of the voxels whose response is well predicted by the 
articulatory model are also found in the auditory cortex bilaterally, but they extend farther down 
the side of the superior temporal gyrus.  In the left hemisphere, but not the right, well-predicted 
voxels are also seen in the superior temporal sulcus, below and behind the auditory cortex.  And 
some articulatory-sensitive voxels are found in the frontal lobe, in the premotor cortex and in the 
inferior frontal gyrus at the top of Broca’s area.  This finding is less consistent with the Hickok-
Poeppel dual path theory.  It did not call for such phonological responses in auditory cortex itself, 
and it did call for responses at the temporal-parietal junction that were not found.  But the 
response found in the superior temporal sulcus is approximately as specified, and the frontal lobe 
responses are just where they should be, though not as widely distributed as expected.  And these 
responses were left dominant as called for by the theory. 

[10]  Finally, the semantic model.  Hickok and Poeppel expected there to be semantic (“lexical”) 
responses in the posterior portions of the middle and inferior temporal gyri, and they are there, 
especially in the left hemisphere as called for.  But semantic information is being processed 
across all of the association areas of the cortex, in the temporal, parietal, and frontal lobes, with 
somewhat more territory on the left than the right.  The only areas that consistently failed to 
respond to the meanings of the words in the story are in the visual and somatomotor cortex, the 
insula, and the limbic areas.  It appears that meaning is a concern of all the cortical areas that are 
not committed to special modalities. 

[11]  These maps are large scale, covering the entire cortex.  Let’s look very closely at just the 
auditory cortex, which is outlined in white on the inflated superior temporal gyrus of the left 
cortex of one subject.  The solid line indicates the boundary of the auditory cortex, and the 
dashed line indicates the location of maximum curvature, as the cortex tips over from the 
horizontal top surface to the vertical side surface.  This illustration uses color to show not how 
well one particular model predicts, but which models predict well (above a certain threshold).  
Areas containing voxels whose activity is well predicted only by the spectral model are blue.  
They are, unfortunately, hard to see against the dark gray background, but if you look closely at 
the area above the dashed line of maximum curvature, you will find a lot of them.  There are only 
a few small green patches, mostly above the dashed line, that traffic only in articulatory 
information.  In red, on the lateral side of the gyrus, are areas containing voxels that are 
responsive only to semantic information.  The orange colored areas, between the semantic reds 
and the dashed line, contain voxels that respond to both semantic and articulatory information.  
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White areas, of which there are a few on both sides of the dashed line, carry information of all 
three types:  spectral, articulatory, and semantic. 

[12]  To use the same color codes at the largest scale, these Venn diagrams show how many 
voxels are well predicted by each model, averaged across all eight subjects.  On the left, the 
cortex as a whole (which has about 30,000 voxels in all) has 9, 501 voxels, on average, involved 
in semantic but not spectral or articulatory processing, compared with 1,088 for spectral and 662 
for articulatory processing.  The 1,872 orange voxels are concerned with both semantic and 
articulatory information, and so forth.  In the auditory region, by contrast, a much smaller 
fraction of the voxels are purely semantic; more are purely spectral and articulatory.  The 
distributions of voxels in premotor and Broca’s areas are in between these two extremes. 

So far we have looked at the activation of cortex by the spectral, articulatory, and semantic 
features of the stories that the subjects listened to.  The researchers did not analyze the spectral-
responsive voxels to see which frequencies they were tuned to.  Nor did they analyze the 
articulatory-sensitive voxels to see which responded to plosives and which to fricatives, for 
instance.  But, naturally, they did analyze the semantic-sensitive voxels to see what meanings 
they were sensitive to.  The results were published in a separate article .  They are not as clear 9

cut as one might hope, but let’s take a look at them. 

[13 and 14]  The semantic model’s input features consisted of 1,000 basic words, and the model 
weighted the importance of each of these words to each of the 30,000 voxels of cortex.  So the 
model had something like 30 million weights in it.  Using a technique called principal 
components analysis, the researchers found a 3-dimensional space in which each voxel could be 
located, and they assigned a color—red, green, and blue—to each of those dimensions.  Each 
voxel could then be assigned a color based on its location on the red, green, and blue dimensions.  
The resulting colors of the semantically sensitive voxels of the left hemisphere of one subject are 
shown in illustration [13].  To avoid confusion over the switch in what the colors represent, 
illustration [14] compares this map of the three dimensions of semantic meaning with the map of 
the predictiveness of the semantic model for each voxel. 

[15-18]  Attempting to make sense of the three dimensions of the semantic space, the researchers 
located each word in that space, and they colored the words with a blend of red, green, and blue, 
just as they had done for the voxels.  They then grouped the words into 12 clusters, examined the 
words in each cluster, and created a name for the cluster, as shown in illustration [15].  
Illustration [16] gives the words belonging to four of the clusters.  Illustration [17] shows both 
the colored cortical map and the color category key, and [18] shows three other subjects, so you 
can compare their maps.   

[19]  The researchers did not find this way of representing the meanings of the three dimensions 
very satisfactory.  After the papers were published, they found another way, which they made 
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available on their website.  By clicking on a voxel, you can see how sensitive that voxel is to 
semantic features and which words activate that voxel the most.  The results for one voxel are 
shown in the illustration.  You can try this out for yourself at https://gallantlab.org/huth2016/ (the 
link is in extra stuff for this session).  

A word of warning.  This work, and especially the interactive map just mentioned and the video 
that is in the assignments, are very impressive.  But keep in mind the distance of these 
representations from the reality of meaning in the brain.  The whole world of meaning was 
reduced to only 1,000 words.  Then the meanings of the actual words in the stories was 
approximated by those 1,000 words.  Then the approximate meanings of several successive 
actual words in the stories were averaged over the time it takes fMRI to measure neural activity 
in a voxel.  And the measured activity in a voxel is itself averaged over 100,000 neurons that 
may be doing different things.  We are a long way from really understanding meaning in the 
brain. 

The approach to the localization of language functions that we have been considering—tracking 
neural responses as subjects listen to long narrative stories—is unique to the Berkeley team.  
Most fMRI studies of language localization have involved measuring the difference in brain 
responses to paired stimuli that are much shorter.  For example, the subject who is being scanned 
may listen to a list of words and a list of nonwords that sound like words but don’t have 
meanings.  Or they may listen to sentences, which are compared with lists of words that don’t 
make sentences.  The sensitivity of cortical voxels to meanings, or to specific kinds of meanings, 
is calculated based on the difference in activity between the two conditions. 

[20]  As part of this tradition, many studies have contrasted the responses to words for different 
types of things:  animals vs. artifacts, for example, or colors vs. shapes.  One schematic and very 
approximate summary  of the results is shown in the illustration.  These locations are to a 10

significant extent also derived from the results of lesion studies:  examinations of patients who 
experience specific deficits following strokes or other damage to specific parts of the brain.  
Such lesions are not notably reliable for identifying exactly where a neural process may occur. 

The literature on these findings is large and I will not try to do justice to it.  But I want to address 
two aspects of these findings.  The first concerns what has come to be called embodied 
cognition.  The second concerns reading. 

[21 and 22]  Embodied cognition holds that the neural representation of the meaning of many 
words includes activation not only in the association areas of cortex, but also activation of 
relevant sensory and motor areas.  We’ll look at motor areas first.  Recall that the motor cortex, 
which generates actions, is arranged in a strip across the frontal lobe, just in front of the central 
sulcus.  Motor neurons that move the muscles of the mouth are low on the lateral surface of the 
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cortex, neurons that move the hands are higher on the lateral surface, and neurons that move the 
feet are at the top where the cortex turns down onto its medial surface.  Consider the verbs lick, 
pick, and kick.  Licking is done with the tongue, picking with the hand, and kicking with the 
foot.  In 2004 a team at Cambridge  found that when such words—which refer to actions 11

originating in different locations in motor cortex—are read by experimental subjects in MRI 
scanners, activation increases in the relevant motor and premotor cortex.  Over the next decade, 
other labs confirmed and extended these findings.  In 2013 the Cambridge team  reviewed 12

results from more than a dozen studies from various labs showing that written and spoken verbs, 
nouns (like fork), phrases, and sentences activated motor regions of cortex in a somatotopic 
pattern. 

[23]  On the sensory side, consider color.  In the visual system, color properties are processed in 
the ventral pathway, primarily in the fusiform gyrus on the bottom of the temporal lobe.  In 2013 
a team at Emory University  showed that thinking about color properties activates the same 13

area.  Subjects were scanned while they performed the task of judging whether a named property 
could possibly be true of a named object.  Some of the properties were colors, and other 
properties were action-related.  For example, they would see the word banana for two seconds, 
then they would see the word yellow for two seconds.  Or they would see the word screwdriver 
then the word turned.  Sometimes the property would be true of the object as in these examples, 
and sometimes not; the subjects indicated which by pressing buttons.  The fusiform area 
activated by the color-word judgements more than by the action-word judgements overlapped 
with the area separately identified as processing the actual perception of colored stimuli (labeled 
“color wheels” in the illustration) as opposed to grayscale stimuli. 

Those who want to learn about embodied cognition could read Louder Than Words , a gentle 14

introduction by Benjamin Bergen. 

One of the cortical areas that responds to a particular class of visual stimuli is the visual word 
form area.  I will report the findings of Stanislas Dehaene, whose book Reading in the Brain  15

appeared in 2009, five years before the book on consciousness that we considered in the session 
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on that topic.  It had a major impact on the field, and Dehaene updated the material in a 2014 
article . 16

[24]  In literate individuals, the visual word form area is a patch on the bottom surface of the 
temporal lobe, in the fusiform gyrus.  It is found in whichever hemisphere is dominant for 
spoken language.  It is activated by reading, and its level of activation by reading increases with 
greater literacy, both among adults and among six year old children.  It seems to compete for 
territory with the fusiform face area, which is active in viewing faces; in highly literate people, 
the visual word form area may even “push” the fusiform face area into the other hemisphere, and 
this can also happen in six year olds.  In blind people, reading Braille activates the visual word 
form area, and listening to devices that speak text does too, even though neither of these 
activities involves vision. 

If you see someone in profile from both the left and the right, you recognize them as being the 
same person.  The same is true when you look at a car:  it doesn’t matter which side you see it 
from, it’s still the same car.  In nature, seeing such “mirror images” just means you are looking at 
the same thing from the other side, and it is important to recognize it as being the same thing.  
Like other primates, humans who do not read do not see any difference between objects that are 
mirror images of each other.  But in writing,  “b” and “d” are not the same letter.  “Mirror 
invariance”—the ability to distinguish between pairs like “b” and “d”—is a learned skill, and it is 
acquired as part of the process of learning to read.  Being unnatural, it’s a hard skill to master.  
That’s why children persist in writing letters backwards long after they have begun to write. 

[25]  Languages like Italian and Spanish have a pretty good correspondence between the letters 
with which words are spelled and the sounds with which they are pronounced.  Learning to 
pronounce what they read is easier for children in those languages.  (Speakers of those languages 
are, as a result, very rarely dyslexic.)  In a language like English, where some letters or letter 
combinations are pronounced multiple ways, and some sounds are written multiple ways as well, 
learning to map writing onto sounds is particularly difficult.  Multiple strategies have to be 
mastered.  It’s easy to see how to pronounce even an unfamiliar word if it is spelled like it 
sounds.  But if the spelling doesn’t match the pronunciation, it may be necessary to figure out 
what the word means, and then recall how it sounds.  It appears that reading routinely uses both 
these strategies.  Learning these skills enables one to use two tactics for accessing the meaning of 
text.  We use both all the time.  When words are “regular”, we go quickly from the letters to the 
sounds and thus access the meaning.  But when words are “irregular”, we have to fight our way 
to the meaning without the help of the sound of the word. 

[26]  The visual word form area communicates with other areas of cortex via three white matter 
tracts.  The inferior longitudinal fasiculus connects it to temporal lobe areas representing the 
sounds and meanings of words.  Across individuals, differences in the strength of this connection 
correlates with differences in reading skill and general language abilities.  But the visual word 

 Dehaene, Stanislas. “Reading in the Brain Revised and Extended: Response to Comments.” 16

Mind & Language, vol. 29, no. 3, 2014, pp. 320–335.
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form area is also strongly connected to the dorsal attention network:  the vertical occipital 
fasiculus connects it to the intraparietal sulcus, which plays a key role in choosing what to look 
at, and the superior longitudinal fasiculus connects it to the frontal eye field, which initiates 
movement of the eyes,.  Across individuals, differences in the strength of these connections 
correlates with attentional control, even in tasks that have nothing to do with language.  17

Literate individuals have two ways of understanding language:  reading and listening.  A central 
question is whether these two input modalities—one from vision and the other from audition—
provide access to a single realm of meaning in the brain, or whether the semantic systems 
accessed via the two modalities have different structures.  This question was addressed by the 
Berkeley lab that scanned subjects while they listened to stories.  They brought the same subjects 
back into the lab, and in the scanner they had them read the same stories they had previously 
listened to.  The stories were presented on a screen one word at a time, and each word was 
displayed on the screen for the same amount of time that had been taken to pronounce that word 
when the stories were heard.  So the reading took the same amount of time as the listening had 
taken, and the same meanings were presumably being activated at the same times in both scans.  
The researchers then built models to predict the responses of each cortical voxel, and they tested 
those predictions on a scan of the neural activity as the subjects read the eleventh story, which 
had not been used in building the models. 

[27]  In this illustration, the top left brain maps are derived from the earlier study.  They show 
how well the semantic model for one subject predicted responses to the test story, when the 
subject listened to the stories.  Below it is a similar set of maps in the reading experiment:  how 
well the reading model predicted the neural responses to the test story.  Although the predictions 
are not as good for as many voxels, the model is quite accurate and the voxels for which the 
predictions are accurate are similar to the voxels accurately predicted by the listening model 
above it.  The ultimate test, however, is on the right:  how well the model built on listening 
predicts responses to reading, and how well the model built on reading predicts responses to 
listening.  The accuracy of these cross-modal predictions is impressive.  This result is strong 
evidence that reading and listening both provide access to one single system of semantic 
representation in the brain. 

The current state of knowledge about the semantic system of the cortex was summarized by 
Jeffery Binder and colleagues at the Medical College of Wisconsin .  They examined 520 18

articles reporting experimental results from functional neuroimaging studies, most published in 
the last two decades.  The majority of these studies failed to meet the team’s strict inclusion 
criteria:  either the semantic task and the control task did not make the same perceptual or 

 Chen, Lang, et al. “The Visual Word Form Area (VWFA) Is Part of Both Language and 17

Attention Circuitry.” Nature Communications, vol. 10, no. 1, Dec. 2019, p. 5601.

 Binder, Jeffrey R., et al. “Where Is the Semantic System? A Critical Review and Meta-18

Analysis of 120 Functional Neuroimaging Studies.” Cerebral Cortex, vol. 19, no. 12, Dec. 2009, 
pp. 2767–96.
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behavioral demands, or the two tasks were not equally difficult.  The 120 articles that did meet 
these criteria reported 187 task comparisons that identified 1,135 sites in cortex that were 
activated during semantic processing.  [28]  More of these sites are in the left hemisphere than 
the right.  In both hemispheres they are spread across all the association areas in the temporal, 
parietal, and frontal lobes. 

[29]  The first thing to notice is the striking overlap of these semantic sites with the default mode 
network.  In each row of the illustration, activity in successive slices of left hemisphere cortex is 
shown from the outside (lateral) on the left to the inside (medial) on the right.  The semantically 
active areas in the top row match the areas active when people in the scanner are “resting”—
which is to say thinking about whatever they want to think about rather than doing some 
assigned task—in the bottom row.  (An exception is the middle temporal gyrus, which is active 
only for semantic tasks.)  This may not be surprising when one considers that what people think 
about are presumably things that are meaningful to them. 

[30 and 31]  An article  published in July provides more information about relations between the 19

language and default mode networks.  Examination of 10 subjects showed that the default mode 
network could be broken down into 9 subnetworks.  One pair, the anterior lateral subnetwork in 
each hemisphere, connect strongly to the language network as well as to the rest of the default 
mode network:  the subnetworks presumably handle communication between the two major 
networks.  Another pair, the dorsal lateral subnetwork in each hemisphere, connect strongly to 
the fronto-parietal cognitive control network, as well as to the rest of the default mode network:  
these subnetworks presumably handle communication between those two major networks.  The 
largest subnetwork (called the parietal subnetwork) is the most centrally connected within the 
default mode network, and activity in this parietal subnetwork tends to precede activity in the 
other two pairs by about a tenth of a second.  Although all nine subnetworks could be identified 
in all ten subjects and were located in the same general areas, their specific locations and 
configurations varied from subject to subject. 

[32]  To return to the Binder study, the team analyzed the findings of the 120 articles that passed 
their criteria to determine what kinds of tasks occasioned activity in which cortical areas.  They 
identified eight areas that make up what they call the semantic system.  These areas seemed to 
have different processing characteristics.  I will briefly describe what they think happens in each 
area. 

[33]  The first area includes the posterior and central portions of the middle temporal gyrus.  As 
we have just seen, this area is bordered on the top by the auditory processing system that takes 
input from the ears and derives articulatory representations of the sound, and it is bordered on the 
bottom by the ventral stream of visual processing, notably the visual word form area where 
written words are represented.  These two types of symbols are linked, in the middle gyrus, with 

 Gordon, Evan M., et al. “Default-Mode Network Streams for Coupling to Language and 19

Control Systems.” Proceedings of the National Academy of Sciences, vol. 117, no. 29, National 
Academy of Sciences, July 2020, pp. 17308–19.
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the concepts that they represent.  It is not clear how this works.  There are two possibilities:  
either this middle-gyrus system contains the actual “content” of the concepts, or it provides links 
to other cortical areas that contain that content.  (Given what we have seen, I’d bet on the latter.) 

Evidence for the role of the left middle temporal gyrus in concept retrieval from the Binder study 
is supplemented by evidence reported in an article from David Poeppel’s lab .  I’ll summarize 20

the two together.  This area is active when subjects have to: 

• Categorize a word as representing, for example, an animal or an artifact 

• Judge whether an object has a property (banana - yellow) 

• Listen to real speech rather than speech distorted to be unrecognizable 

• Say something that requires choosing, rather than simply repeating, words. 

The middle temporal gyrus is also active during repetition priming of real words but not 
pseudowords; subjects recognize “thicket” quicker if they have recently seen or heard it, but not 
“blicket”. 

[34]  The second area is the posterior portion of the cingulate gyrus.  Recall that the cingulate 
gyrus runs around the inside border of the cortical sheet:  where the elastic would be, if the 
cortex were a shower cap.  This area is consistently activated by semantic tasks, but different 
researchers have proposed different ideas of its specific function.  The most likely proposal—
deriving from the fact that this tissue basically constitutes the output pathway of the 
hippocampus—is that this area connects the episodic memory of the hippocampus to the 
semantic system. 

[35]  A similar function—connecting memories and words—is proposed for the third area, in the 
fusiform and parahippocampal gyri of the ventral temporal lobe.  The fusiform gyrus is the 
location of the highest-level processing in the ventral stream of visual processing, and the 
parahippocampal gyrus constitutes the input pathway to the hippocampus. 

[36]  Fourth, the left ventro medial prefrontal cortex extends from the rostral part of the cingulate 
gyrus down around to the ventral surface of the frontal lobe (in the orbital cortex above the eye).  
These areas are concerned with emotion, motivation, and reward; they are proposed to constitute 
the link between concepts and their affective significance. 

[37]  Fifth, the left dorso medial prefrontal cortex constitutes a band running diagonally across 
the dorsal surface of the frontal lobe.  This area constitutes a major component of the fronto-
parietal cognitive control network.  It has not historically been assigned a semantic role, but 
patients with damage in this area, who can repeat words and name objects, cannot think up words 
from a specific category of things (types of birds, for example), nor can they converse normally, 
although they do produce standard responses in conversation (“fine thanks, how are you?”).  It is 

 Lau, Ellen F., et al. “A Cortical Network for Semantics: (De)Constructing the N400.” Nature 20
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therefore proposed that the linguistic role of this area involves the goal-directed and self-guided 
retrieval of concepts, which is consistent with being a component in the cognitive control 
network. 

[38]  The sixth area is the most interesting.  It is the inferior parietal lobule, especially the large 
area called the angular gyrus and extending forward into the supramarginal gyrus, but not 
including the bank of the intraparietal sulcus above them.  This is the area in which the largest 
number of experiments found semantically related activations.  Although this area is situated at 
the center of the triangle formed by the primary visual, auditory, and somatosensory cortices, it 
receives no input from them; its inputs come from the multi-modal association areas between 
those modal areas.  The posterior part of the area participates in the default mode network, and 
the anterior part belongs to the cognitive control network; a couple of small parcels are assigned 
to the language network itself.  This structure appears to exist only in primates, and it is much 
larger in humans than in other primates.   

The angular gyrus is activated in response to words that do not fit their context in the sentence 
(“I like my coffee with cream and socks”).  Its activation occurs after the completion of a 
sentence, not during the hearing of the sentence.  It is more active when the subject listens to 
connected discourse than when listening to unrelated sentences.  Damage in the area is 
associated with a dozen different linguistic and cognitive deficits.  For all these reasons, Binder 
proposes that the angular gyrus is where semantic access, processing, and integration all come 
together. 

The last two areas to be discussed are the anterior portion of the middle temporal gyrus and 
Broca’s area in the inferior frontal gyrus.  Binder’s team has little to say about these areas—their 
role in the semantic system is not major—and I have kept them for last because some researchers 
think they are concerned with an aspect of language that has not come up yet:  syntax. 

Neuroscientists generally do not have a lot to say about linguistics and linguists.  But many of 
them, intentionally or not, take sides in a theoretical debate that divides the linguistic community.  
All of what we have seen so far is consistent with one side in that debate, the side called 
functional, or cognitive, linguistics.  The cognitive linguists hold that all of language—basic 
symbols like words and composite constructions like phrases and sentences—have two sides.  
One side is the physical manifestation:  the sound waves in the air or the marks on paper.  The 
other side is the concept in the mind.  Phrases and sentences are built up by combining each side 
of words:  the sounds and the meanings.  Each language has certain ways in which sounds can be 
combined, and only those combinations “sound right” to speakers of that language.  Each 
language also has certain ways in which meanings can be combined, and much of cognitive 
linguistics is devoted to figuring out what it is about concepts that determines how they are 
combined, a fascinating subject into which I cannot enter here.  And, according to the theory of 
cognitive linguistics, that’s all there is:  symbols composed of two parts, and combinations of 
those symbols.  As I said, all of what we have seen so far can be accomplished with the 
theoretical resources of cognitive linguistics. 
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The other side in the linguistics debate is called generative grammar.  Generative grammar holds 
that in addition to the sound and the meaning, there is a third element in language:  
morphosyntax, which has its own “rules” for combining words into phrases and sentences.  The 
“morpho-” part is important in languages like Latin and German that use inflections to mark how 
words relate to each other in a sentence.  The “-syntax” part is important in languages like 
English where these relations are conveyed by word order.  Some neuroscientists have searched 
for bits of the brain that might be responsible for morphosyntax.  One of these is Angela 
Friederici, at Leipzig and Stanford, some of whose important work  I will mention here. 21

[39]  Friederici’s search for syntax leads her to the anterior temporal lobe.  Binder did not 
distinguish the anterior portion from the central and posterior parts of the middle temporal gyrus; 
I made that distinction.  All he says explicitly about it is that semantic dementia, a disease that 
causes degeneration of tissue beginning at the anterior pole of the temporal lobe and progressing 
toward the rear, causes the gradual loss of semantic knowledge.  Others say that the loss first 
affects more specific concepts (bulldog) then more general ones (dog) and finally very general 
ones (animal). 

Friederici cites the following experimental findings as consistent with the idea that syntactic 
processing may occur in the anterior temporal lobe: 

• The area is activated more by listening to sentences than word lists 

• It is activated more by listening to pseudosentences (“’Twas brillig and the slythy toves/ Did 
gyre and gimbal in the wabe”) than by pseudoword lists (“toves brillig wabe slythy gimbal 
gyre”) 

• It is more active when listening to sentences containing syntactic violations than by sentences 
containing semantic violations 

• It is less active when a sentence has been primed by a different sentence with the same 
syntax. 

Note that only the last two of these findings necessarily involves syntax.  Friederici recognizes 
that the anterior temporal lobe definitely does semantic work, as well as whatever syntactic work 
it might do, and she recognizes the problem that semantic dementia poses for her claim of syntax 
in the anterior temporal lobe. 

(I will insert some comments about the role of the right hemisphere in language here, because 
they also derive from Friederici.  We have seen the idea that the right auditory system is tuned 
more for the spectral features of sound and that the left is tuned more for the temporal features.  
One conclusion would be that the right hemisphere is tuned more for music and the left for 
language.  What Friederici finds is that the right hemisphere has a crucial role in the construction 
of linguistic meaning by processing intonations and prosody—the “melody of speech”, if you 

 Friederici, Angela D. “The Brain Basis of Language Processing: From Structure to Function.” 21

Physiological Reviews, vol. 91, no. 4, American Physiological Society, Oct. 2011, pp. 1357–92.
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will.  Consider the difference in meaning of these utterances:  (a) “Jane said Fred is brilliant”, 
and “Jane, said Fred, is brilliant”.  The written commas mark an intonational pattern that makes 
all the difference in how one understands the sentences.  Lesion studies and fMRI show that the 
processing of this intonational information occurs predominantly in the right hemisphere.  This 
prosodic information about meaning is not available in patients in whom the rear part of the 
corpus callosum—which connects the temporal lobes of the two hemispheres—is severed.  
Severing the front part—which connects the frontal lobes—has no such effect.  One final point, 
of particular interest.  Tonal languages, such as Mandarin, use pitch to signal differences in the 
meanings of words that are otherwise pronounced in the same way.  Speakers of these languages 
process these pitch signals predominantly in the left, not the right, hemisphere.  This means that 
the lateralization is governed by the function, not the source, of the information being 
processed.) 

[40]  At last, we return to Broca’s area, where we began.  The inferior frontal gyrus has three 
parts.  Binder focuses on the “orbital” part, circled in blue on his illustration.  The other two 
parts, circled in green, make up Broca’s area:  the triangular part next to the orbital part, and the 
opercular (“lid”) part covering the insula (“island”).  Broca’s original idea was that these areas 
were the center of speech production rather than comprehension, and it is true that little semantic 
processing has been found there.  But what actually goes on in Broca’s area is still a matter of 
disagreement.  Evidence has been found for involvement of Broca’s area with phonology and 
articulation, with syntax, and with working memory generally.  Lau and Poeppel suggest that 
Broca’s is concerned with the retrieval and selection of concepts, driven by the sentence context 
and by general knowledge about the world.  Ji’s network analysis  assigns Broca’s to the 22

language network, but others see highly general cognitive functions being performed there.   

[41]  A study  by Evelina Fedorenko in Nancy Kanwisher’s lab at MIT identified both linguistic 23

and general cognitive functions in Broca’s area in five individuals.  The areas shown in red 
responded more actively to reading sentences than to reading a string of nonwords.  The areas 
shown in blue not only responded more to the nonwords (they were tasked with remembering 
them, and non-words are harder to remember than words), they also responded more to the hard 
than the easy version of each of six other tasks that required a broad variety of general cognitive 
skills.  Despite the variability among the five subjects shown, Fedorenko sees a general pattern in 
which the language areas are in the center of a circle formed by the general cognitive areas. 

Paul Broca was not only a physician and an anatomist.  He was also a champion of phrenology, 
the theory that specific patches of neural tissue perform specific functions (and, in the popular 
version, that the strength of each function could be measured by the bumps in the skull over that 
patch of tissue).  In fact, it was Broca’s finding that lesions to the inferior frontal gyrus resulted 
in an inability to speak that won the day for the phrenologists.  This is significant because all of 

Ji Op. cit.22
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what we know today about language in the brain amounts to little more than phrenology:  where 
things happen.  What we have no clue about is how they happen:  what computations are carried 
out, and how the arrangement of neurons and networks makes those computations possible.  We 
now know a lot more about where things happen not much more about how they happen than the 
19th century phrenologists did.
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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Fig. 1. Cortical-subcortical network partition. A) The cortical network partition, as calculated with cortical surface resting-state fMRI data using graph community
detection. We focused on identifying the network level of organization based on interactions among the next-lowest level of organization – functional regions. Network
detection was calibrated based on identi!cation of the well-established primary sensory-motor cortical systems (visual, somatomotor, auditory). Identifying clusters of
multimodally-de!ned cortical regions replicated many known and revealed several novel large-scale networks. B) The network partition identi!ed in cortex was
extended to all subcortical gray matter voxels. Brie"y, each voxel was assigned to the cortical network with the strongest average resting-state functional connectivity
(FC) with that voxel. C) The region-with-region FC matrix within cortex, sorted by network assignment. The block-like structure along the diagonal provides a
visualization of the greater FC strength within (relative to between) each network. The darker off-diagonal lines re"ect stronger cross-hemisphere FC within networks
(since left hemisphere regions are listed !rst within each network). D) The parcel-to-parcel FC (covariance) matrix, including both cortical and subcortical parcels.
Covariance is a non-normalized version of Pearson correlation, used here to account for higher standard deviation of time series in subcortical parcels. We previously
validated covariance as a valid alternative to Pearson correlation for FC estimation (Cole et al., 2016b).
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picture than is warranted by the highly dynamic organ-
ization of neural events that unfold in the language net-
work. Such a picture favors accounts in which brain areas
have fixed contributions independent of time and con-
text. However, this static view is incorrect. Language
functions do not reside in single brain regions. Instead,
language is subserved by dynamic networks of brain
regions, including the ones just outlined. Ultimately
the mapping of a given language function onto the neural
architecture of the brain appears to be in terms of a
network of brain regions instantiating that particular
language function [24!,25–28]. Typically, each node in
such a network will participate dynamically in other
functional networks as well. This view does not deny
that a specific region (e.g. part of Broca’s area) has an
identifiable role, but it is crucial to understand that the
execution of this role depends on the interaction with
other regions that are part of the relevant network [29]. In
short, ‘‘the mapping between neurons and cognition
relies less on what individual nodes can do and more
on the topology of their connectivity.’’ ([27]; p. 184). Next
to focusing on regions of interest (ROIs), one might want
to analyze networks of interest (NOIs; [24!]). Hereafter I
will discuss in more detail one region, well-known for its
acclaimed role in language, and its connection with rest of
the language network.

Broca’s area and adjacent cortex (Broca’s
region), and its connectivity
If there is one area that has classically been associated
with the language faculty, it is Broca’s area. Despite
some disagreement in the literature [30], most authors
agree that Broca’s area comprises Brodmann’s Areas
(BA) 44 and 45 of the left hemisphere [31]. In the
classical textbooks these areas coincide at the macro-
scopic level with the pars opercularis (BA 44) and the
pars triangularis (BA 45) of the third frontal convolution.
However, cytoarchitectonic analysis [32] shows that
areas 44 and 45 do not neatly coincide with the sulci
that form their boundaries in macro-anatomical terms.
In addition, areas 44 and 45 show a number of clear
cytoarchitectonic differences, one of which is that 45 has
a granular layer IV, whereas 44 is dysgranular. Recent
more fine-grained analysis including not only cyto-archi-
tectonics but also receptor-architectonics suggests
furthermore that BA 44 and 45 can be further subdivided
into more than a dozen areas, if one takes the distri-
bution of receptors of different neurotransmitters and
modulators into consideration [31,33]. In addition, the
connectivity with other brain regions also varies across
Broca’s area [34]. In other words, Broca’s area is not a
natural kind in neuroanatomical terms. Results from
studies on the functional anatomy of language clearly
show that adjacent areas such as BA 47 and the ventral
part of BA 6 are also involved in language processing.
Hence it is more appropriate to refer to this part of the
left inferior  frontal cortex as Broca’s region.

In the classical WLG model Broca’s area is connected to
Wernicke’s area in temporal cortex. On the current view it
is generally agreed that the connectivity profile between
language-relevant regions in frontal, temporal and parie-
tal cortex is much more extended. Figure 2 gives a
schematic overview of the relevant fiber bundles that
connect language-relevant brain regions based on diffu-
sion tractography [34].

Another way to characterize connectivity is by means of
resting state fMRI. Using this method, Xiang et al. [35]
found a clear topographical functional connectivity pat-
tern in the left inferior frontal, inferior parietal, and
temporal regions (see Figure 3). In perisylvian cortex,
patterns of functional connectivity obeyed the tripartite
nature of language processing (phonology, syntax and
semantics). These authors observed a topographical func-
tional organization in the left perisylvian language net-
work, in which areas are most strongly connected
according to information type (i.e. phonological, syntactic,
and semantic). Their results are consistent with the view
that different parts of Broca’s region are involved in,
respectively, phonology, syntax, and semantics in con-
nection with areas in inferior parietal and temporal cortex.

Not only the anatomical definition of Broca’s region and
its connectivity profile is more complex than classically
assumed, also the functional role of Broca’s region is still
unresolved and hotly debated. In general terms, one can
distinguish at least the following three accounts. One
account attributes a very general role to prefrontal cortex
including Broca’s region. This domain-general role is that
of selecting among competing sources of information, and
cognitive control [21,36!,37]. According to this view, the
activation of Broca’s region is determined by general
processing demands but not by the type of information
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picture than is warranted by the highly dynamic organ-
ization of neural events that unfold in the language net-
work. Such a picture favors accounts in which brain areas
have fixed contributions independent of time and con-
text. However, this static view is incorrect. Language
functions do not reside in single brain regions. Instead,
language is subserved by dynamic networks of brain
regions, including the ones just outlined. Ultimately
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network of brain regions instantiating that particular
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relies less on what individual nodes can do and more
on the topology of their connectivity.’’ ([27]; p. 184). Next
to focusing on regions of interest (ROIs), one might want
to analyze networks of interest (NOIs; [24!]). Hereafter I
will discuss in more detail one region, well-known for its
acclaimed role in language, and its connection with rest of
the language network.

Broca’s area and adjacent cortex (Broca’s
region), and its connectivity
If there is one area that has classically been associated
with the language faculty, it is Broca’s area. Despite
some disagreement in the literature [30], most authors
agree that Broca’s area comprises Brodmann’s Areas
(BA) 44 and 45 of the left hemisphere [31]. In the
classical textbooks these areas coincide at the macro-
scopic level with the pars opercularis (BA 44) and the
pars triangularis (BA 45) of the third frontal convolution.
However, cytoarchitectonic analysis [32] shows that
areas 44 and 45 do not neatly coincide with the sulci
that form their boundaries in macro-anatomical terms.
In addition, areas 44 and 45 show a number of clear
cytoarchitectonic differences, one of which is that 45 has
a granular layer IV, whereas 44 is dysgranular. Recent
more fine-grained analysis including not only cyto-archi-
tectonics but also receptor-architectonics suggests
furthermore that BA 44 and 45 can be further subdivided
into more than a dozen areas, if one takes the distri-
bution of receptors of different neurotransmitters and
modulators into consideration [31,33]. In addition, the
connectivity with other brain regions also varies across
Broca’s area [34]. In other words, Broca’s area is not a
natural kind in neuroanatomical terms. Results from
studies on the functional anatomy of language clearly
show that adjacent areas such as BA 47 and the ventral
part of BA 6 are also involved in language processing.
Hence it is more appropriate to refer to this part of the
left inferior  frontal cortex as Broca’s region.

In the classical WLG model Broca’s area is connected to
Wernicke’s area in temporal cortex. On the current view it
is generally agreed that the connectivity profile between
language-relevant regions in frontal, temporal and parie-
tal cortex is much more extended. Figure 2 gives a
schematic overview of the relevant fiber bundles that
connect language-relevant brain regions based on diffu-
sion tractography [34].

Another way to characterize connectivity is by means of
resting state fMRI. Using this method, Xiang et al. [35]
found a clear topographical functional connectivity pat-
tern in the left inferior frontal, inferior parietal, and
temporal regions (see Figure 3). In perisylvian cortex,
patterns of functional connectivity obeyed the tripartite
nature of language processing (phonology, syntax and
semantics). These authors observed a topographical func-
tional organization in the left perisylvian language net-
work, in which areas are most strongly connected
according to information type (i.e. phonological, syntactic,
and semantic). Their results are consistent with the view
that different parts of Broca’s region are involved in,
respectively, phonology, syntax, and semantics in con-
nection with areas in inferior parietal and temporal cortex.

Not only the anatomical definition of Broca’s region and
its connectivity profile is more complex than classically
assumed, also the functional role of Broca’s region is still
unresolved and hotly debated. In general terms, one can
distinguish at least the following three accounts. One
account attributes a very general role to prefrontal cortex
including Broca’s region. This domain-general role is that
of selecting among competing sources of information, and
cognitive control [21,36!,37]. According to this view, the
activation of Broca’s region is determined by general
processing demands but not by the type of information
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The neurobiology of language
For more than a century the neurobiological model that
has dominated the field was the Wernicke–Lichtheim–
Geschwind (WLG) model (see Figure 1; [7!!]). In this
model, the human language faculty was situated in the
left perisylvian cortex, with a strict division of labor
between the frontal and temporal regions. Wernicke’s
area in left temporal cortex was assumed to subserve the
comprehension of speech, whereas Broca’s area in left
inferior frontal cortex was claimed to subserve language
production. The arcuate fasciculus connected these two
areas.

Despite its impact until this very day (e.g. [8]), the
classical model is not a fully adequate account of the
neurobiology of language. Although Broca’s area, Wer-
nicke’s area and adjacent cortex are core nodes in the
language network, the distribution of labor between these
regions is different than was claimed in the WLG model.
Lesions in Broca’s region are known to impair not only
language production but also language comprehension
[9], whereas lesions in Wernicke’s region also affect
language production. More recently, functional neuroi-
maging studies provided further evidence that the classi-
cal view on the role of these regions is no longer tenable.
For example, central aspects of language production and
comprehension are subserved by shared neural circuitry
[10,11!]. Moreover, the classical model focused on single
word processing, whereas a neurobiological account of

language processing in its full glory should also take into
account what goes on beyond production and compre-
hension of single words. As a consequence of the mount-
ing evidence against the classical WLG model, in recent
years alternative neurobiological models for language
have been proposed (e.g. [4,5!,12,13!,14–16]).

One very general alternative is the Memory, Unification,
and Control (MUC) model [4,5!], in which the distri-
bution of labor between Broca’s area, Wernicke’s area and
adjacent cortical regions is as follows: regions in the
temporal cortex and in the inferior parietal cortex (angular
gyrus, supramarginal gyrus) subserve the knowledge
representations that have been laid down in memory
during acquisition. These regions store information in-
cluding phonological word forms, morphological infor-
mation, and the syntactic templates associated with
noun, verbs, adjectives (for details, see [4,17,18]). They
also include semantic convergence zones, but on the
whole conceptual knowledge is quite widely distributed
[19!]. Dependent on knowledge type, different parts of
temporal and parietal cortex are involved. Frontal regions
(Broca’s area and adjacent cortex) are crucial for unifica-
tion operations. These operations generate larger struc-
tures from the building blocks that are retrieved from
memory. Within left inferior frontal cortex (Unification
Space), a spatial activation gradient is observed. The
distribution of the activations seems to depend on the
type of information that gets unified. Semantic unification
recruits Brodmann’s Area (BA) 47 and BA 45; syntactic
unification has its focus in BA 45 and BA 44 [20!], while
phonological processes recruit BA 44 and ventral parts of
BA 6. In addition, executive control needs to be exerted,
such that the correct target language is selected, turn
taking in conversation is orchestrated, the correct register
is selected, attention is paid to the most relevant infor-
mation in the input, and so forth. Control regions involve
dorsolateral prefrontal cortex, and midline structure in-
cluding the anterior cingulate cortex (ACC) and the parts
of parietal cortex that are involved in attention [21]. In
other models, the anterior temporal lobe (ATL) has been
argued to be relevant for combinatorial operations [14,15].
One possibility is that this is limited to conceptual com-
binations for which the mapping of grammatical roles (e.g.
subject, object) onto thematic roles (e.g. agent, patient) is
not required [22]. In the latter case, the contribution of
Broca’s region is presumably highly relevant. Neverthe-
less, one has to realize that despite fairly general agree-
ment on the organizational principles of the neural
architecture for language, still much work needs to be
done to establish the precise functional contributions of
the nodes in this network.

The picture that I sketched is largely based on fMRI data
on language processing that were acquired in the last two
decades [23]. However, one limitation of fMRI and lesion
based analyses is that it results in a much more static
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The classical Wernicke–Lichtheim–Geschwind model of the
neurobiology of language. In this model Broca’s area is crucial for
language production, Wernicke’s area subserves language
comprehension, and the necessary information exchange between
these areas (such as in reading aloud) is done via the arcuate fasciculus,
a major fiber bundle connecting the language areas in temporal cortex
(Wernicke’s area) and frontal cortex (Broca’s area). The language areas
are bordering one of the major fissures in the brain, the so-called Sylvian
fissure. Collectively, this part of the brain is referred to as perisylvian
cortex.
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serving as an interface system between sensory and motor pro-
cesses8,9 (see Fig. 1). We will also discuss how verbal working
memory, which also appears to involve the dorsal system,
may fit into the proposed model.

The development of the present framework was moti-
vated, in part, by a 20-year-old observation: In an effort to de-
termine whether auditory comprehension deficits in aphasia
resulted from phonemic perception deficits, Blumstein and
colleagues10 studied the ability of aphasic patients to identify
and discriminate CV syllables in relation to their ability to
comprehend auditorily presented speech. They found that the
level of performance in the CV tasks was a poor predictor of
auditory comprehension ability as measured by standard
clinical diagnostic tests. In fact, in one study11, the patient
with the best score on the auditory comprehension subtest
of the Boston Diagnostic Aphasia Examination12 (BDAE), a
Broca’s aphasic, could not reliably label or discriminate the
CV stimuli; and the patient with the worst outcome on the
BDAE auditory comprehension subtest, a Wernicke’s aphasic,
performed normally on both of the CV perception tasks.
This double dissociation demonstrates that the two types of
tasks, sub-lexical tasks versus auditory comprehension tasks,
involve different processes at some level of analysis. Of course,
because both tasks involve similar sensory inputs they must
also involve common neural systems up to some level in the
processing stream. A central aim of this review is to clarify
the point at which the processing streams supporting these
two classes of tasks diverge. We will therefore review evidence
concerning the functional neuroanatomy of speech perception
first from the more ecologically valid perspective of auditory
comprehension tasks, and then turn our attention to studies
of speech perception involving tasks that require explicit at-
tention to sub-lexical speech segments. Figure 2 illustrates
the anatomy to which we will refer.

Speech perception subserving access to the mental lexicon

This section examines the functional neuroanatomy of speech
perception primarily from the perspective of auditory com-
prehension tasks. Data from auditory comprehension tasks
are relevant to the study of speech perception because a pre-

requisite of auditory comprehension is the construction of a
sound-based representation of the speech input which is
suitable for making contact with the mental lexicon. Thus,
speech perception is one stage in the process of auditory
comprehension. Although it is often difficult in any given
study to tease apart the contribution of the various levels of
processing involved in auditory comprehension, by looking
at patterns of data across studies and methods, a clear picture
begins to emerge. In this context, several lines of evidence
converge on the view that the posterior superior temporal
lobe, bilaterally, constitutes the primary substrate for 
constructing sound-based representations of speech.

Aphasia

Two types of aphasia are associated with substantial auditory
comprehension deficits, Wernicke’s aphasia and transcorti-
cal sensory aphasia (TSA)13. Comprehension deficits in
Wernicke’s aphasia are almost invariably associated with
damage to the pSTP/STG, with extension either inferiorly into
MTG or posteriorly into temporal-parietal-occipital junction
structures, or both13–15. Comprehension deficits in TSA are
associated with damage to temporal-parietal-occipital junction
structures, with all or most of the pSTP/STG spared16. Does
a defect in speech perception ability contribute to auditory
comprehension deficits in either of these syndromes? The
answer appears to be ‘no’ for TSA, and ‘yes, but to a relatively
small degree’ for Wernicke’s aphasia. Patients with TSA, by
definition, have an intact ability to repeat heard speech12,13,
which shows that phonemic-perception processes are intact
in that syndrome, and that the source of the comprehension
deficit is post-phonemic. This in turn suggests that cortical
fields in the temporal-parietal-occipital junction are involved
in auditory comprehension at a post-phonemic level. The
source of Wernicke’s aphasics’ comprehension impairment
is less transparent since repetition ability is also impaired. 
A study by Baker et al.17 addressed this issue by asking
Wernicke’s aphasics to perform a word-to-picture matching
task in which the target picture (e.g. bear) was presented
along with phonemic (pear), semantic (wolf ), and unrelated
(grapes) distractor pictures. Wernicke’s aphasics rarely chose
the unrelated foil (proportion of errors ! 0.04), but did make
both phonemic (0.12) and semantic errors (0.14), suggesting
that impairments at both phonemic and post-phonemic pro-
cessing levels contribute to auditory comprehension deficits
in that syndrome. Overall, however, the Wernicke’s aphasics
accessed the correct phonological representation of the target
more than 80% of the time (the sum of the correct and se-
mantically related responses). This observation suggests that
while a phonemic perception impairment contributes to au-
ditory comprehension problems in Wernicke’s aphasia, the
deficit is not severe. The cortical substrate for this contribu-
tion is likely to be within the posterior–superior temporal
lobe, which is a site of minimal overlap in the distribution
of lesions in Wernicke’s aphasia and TSA16. In summary,
speech perception is not profoundly impaired in either
Wernicke’s aphasia or TSA (or in any other classical aphasia
subtype). On the basis of these data alone, it is debatable
whether the relatively preserved speech perception capacity
in Wernicke’s aphasia reflects residual abilities of the right
hemisphere18,19, or those of intact left hemisphere regions.
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Parallel computations and bilateral 
organization. Models of speech recognition 
typically assume that a single computational 
pathway exists. In general, the prevailing 
models (including the TRACE23, cohort24 
and neighbourhood activation25 models) 
assume that various stages occur in series 
that map from sounds to meaning, typically 
incorporating some acoustic-, followed by 
some phonetic- and finally some lexical-level 
representations. Although activation of rep-
resentations within and across stages can be 
parallel and interactive, there is nonetheless 
only one computational route from sound to 

meaning. By contrast, the model we suggest 
here proposes that there are multiple routes 
to lexical access, which are implemented 
as parallel channels. We further propose 
that this system is organized bilaterally, in 
contrast to many neural accounts of speech 
processing26–31.

From a behavioural standpoint, it is clear 
that the speech signal contains multiple, par-
tially redundant spectral and temporal cues 
that can be exploited by listeners and that 
allow speech perception to tolerate a range of 
signal degradation conditions32–36. This sup-
ports the idea that redundant computational 

mechanisms — that is, parallel processing 
— might exist to exploit these cues.

There is also strong neural evidence 
that parallel pathways are involved in 
speech recognition. Specifically, evidence 
from patients with unilateral damage to 
either hemisphere, split-brain patients37 
(who have undergone sectioning of the 
corpus callosum) and individuals undergo-
ing Wada procedures38 (a presurgical pro-
cedure in which one or the other cerebral 
hemisphere is selectively anaesthetized to 
assess language and memory lateralization 
patterns) indicates that there is probably 
at least one pathway in each hemisphere 
that can process speech sounds sufficiently 
well to access the mental lexicon5,6. 
Furthermore, bilateral damage to superior 
temporal lobe regions is associated with 
severe deficits in speech recognition (word 
deafness)39, consistent with the idea that 
speech recognition systems are bilaterally 
organized40. In rare cases, word deaf-
ness can also result from focal unilateral 
lesions41; however, the frequency of such an 
occurrence is exceedingly small relative to 
the frequency of occurrence of unilateral 
lesions generally, suggesting that such cases 
are the exception rather than the rule.

Functional imaging evidence is also 
consistent with bilateral organization of 
speech recognition processes. A consistent 
and uncontroversial finding is that, when 
contrasted with a resting baseline, listen-
ing to speech activates the STG bilaterally, 
including the dorsal STG and superior 
temporal sulcus (STS). Many studies have 
attempted to identify ‘phonemic processing’ 
more specifically by contrasting speech 
stimuli with various non-speech controls 
(BOX 3). Most studies find bilateral activation 
for speech typically in the superior temporal 
sulcus (STS), even after subtracting out the 
non-speech controls (TABLE 1). However, in 
many of these studies, the activation is more 
extensive, or, in a few studies, is solely found 
in the left hemisphere. Nevertheless, we do 
not believe that this constitutes evidence 
against a bilateral organization of speech 
perception, because a region activated by 
speech that is also activated by acoustically 
similar non-speech stimuli could still be 
involved in, or capable of, speech processing. 
Specificity is not a prerequisite for functional 
effectiveness. For example, the vocal tract is 
highly effective (even specialized) for speech 
production, but is far from speech-specific as 
it is also functionally effective for digestion. 
Furthermore, it is not clear exactly what is 
being isolated in these ‘phoneme-specific’ 
areas. It has been hard to identify differential 

Figure 1 | The dual-stream model of the functional anatomy of language. a | Schematic diagram 
of the dual-stream model. The earliest stage of cortical speech processing involves some form of 
spectrotemporal analysis, which is carried out in auditory cortices bilaterally in the supratemporal 
plane. These spectrotemporal computations appear to differ between the two hemispheres. 
Phonological-level processing and representation involves the middle to posterior portions of the 
superior temporal sulcus (STS) bilaterally, although there may be a weak left-hemisphere bias at this 
level of processing. Subsequently, the system diverges into two broad streams, a dorsal pathway 
(blue) that maps sensory or phonological representations onto articulatory motor representations, 
and a ventral pathway (pink) that maps sensory or phonological representations onto lexical concep-
tual representations. b | Approximate anatomical locations of the dual-stream model components, 
specified as precisely as available evidence allows. Regions shaded green depict areas on the dorsal 
surface of the superior temporal gyrus (STG) that are proposed to be involved in spectrotemporal 
analysis. Regions shaded yellow in the posterior half of the STS are implicated in phonological-level 
processes. Regions shaded pink represent the ventral stream, which is bilaterally organized with a 
weak left-hemisphere bias. The more posterior regions of the ventral stream, posterior middle and 
inferior portions of the temporal lobes correspond to the lexical interface, which links phonological 
and semantic information, whereas the more anterior locations correspond to the proposed combi-
natorial network. Regions shaded blue represent the dorsal stream, which is strongly left dominant. 
The posterior region of the dorsal stream corresponds to an area in the Sylvian fissure at the parieto-
temporal boundary (area Spt), which is proposed to be a sensorimotor interface, whereas the more 
anterior locations in the frontal lobe, probably involving Broca’s region and a more dorsal premotor 
site, correspond to portions of the articulatory network. aITS, anterior inferior temporal sulcus; 
aMTG, anterior middle temporal gyrus; pIFG, posterior inferior frontal gyrus; PM, premotor cortex.
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Prior single-unit studies (Gill et al., 2006) and fMRI studies (Santoro et
al., 2014) have shown the importance of choosing the correct represen-
tation of sounds to predict responses in auditory cortex. Single-unit data
in both mammals (Depireux et al., 2001; Miller et al., 2002) and birds
(Sen et al., 2001) have clearly shown that neural responses in primary
auditory cortex are well modeled by a modulation filter bank. The cur-
rent working model holds that sounds are first decomposed into fre-
quency bands by the auditory periphery, yielding a cochleogram, and
then spectrotemporal receptive fields are applied to this time–frequency
representation at the level of both the inferior colliculus (Escabi and
Schreiner, 2002) and the auditory cortex to extract frequency-dependent
spectral–temporal modulations. This cortical modulation filter bank is
useful for extracting features that are important for percepts (Woolley et
al., 2009) as well as to separate relevant signals from noise (Chi et al.,
1999; Mesgarani et al., 2006; Moore et al., 2013). In a previous fMRI
study, Santoro et al. (2014) showed that representing acoustic features
using a full modulation filter bank that combines frequency information
and joint spectrotemporal modulation yielded the highest accuracy for
predicting responses to different natural sounds.

For this study, we investigated the predictive power of the following
three different acoustic feature spaces: (1) the spectral power density
expressed in logarithmic power units (in decibels); (2) a cochleogram
that models the logarithmic filtering of the mammalian cochlea and the
compression and adaption produced by the inner ear; and (3) a modu-
lation power spectrum (MPS) that captures the power of a spectral–
temporal modulation filter bank averaged across spectral frequencies

(Singh and Theunissen, 2003). The power spectrum was obtained by
estimating the power for 2 s segments of the sound signal (matching the
rate of the fMRI acquisition) using the classic Welch method for spectral
estimation density (Welch, 1967) with a Gaussian-shaped window that
had an SD parameter of 5 ms (corresponding to a frequency resolution of
32 Hz), a length of 30 ms, and with successive windows spaced 1 ms apart.
The power was expressed in dB units with a 50 dB ceiling threshold (to
prevent large negative values). The final power spectrum consisted of a
449-dimensional vector that reflected the power of the signal between
0 Hz and !15 kHz, in 33.5 Hz bands. The cochleogram model was
estimated using a modified version of the Lyon (1982) Passive Ear model
implemented by Slaney (1998) and modified by Gill et al. (2006; https://
github.com/theunissenlab/tlab). This cochleogram uses approximately
logarithmically spaced filters (more linear at low frequencies and log at
higher frequencies) with a bandwidth given by the following:

BW !
!cf 2 " ebf 2

Q
,

where cf is the characteristic frequency, ebf is the earBreakFreq parame-
ter of the model set at 1000 Hz, and Q is the quality factor (i.e., for log
filters defined as the ratio of center frequency to bandwidth) set at 8. The
output of this filter bank is rectified and compressed. In addition, the
model includes adaptive gain control (for more details, see Lyon, 1982;
Gill et al., 2006). The output of this biologically realistic cochlear filter
bank consisted of 80 waveforms between 264 and 7630 Hz, spaced at 25%
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Figure 1. Feature spaces. Three feature spaces were used to predict the BOLD response of each voxel in each subject’s brain: a spectral feature space, an articulatory feature space, and a semantic
feature space. Each is realized by transforming the sound pressure waveform s(t) into a vector of values at time t", the feature space corresponding to each model, #! $s$t%% ! #! $t"%. In this
notation, the sound is sampled at 44,100 Hz and indexed with t, while the features are sampled at the TR (0.5 Hz) and are indexed with t". Thus, this stimulus representation includes a transformation
into features followed by low-pass filtering and resampling. The spectral features (blue) are the amplitudes of the 80 channels of a cochleogram, the articulatory features (green) are a 22-
dimensional binary vector indicating the presence or absence of 22 articulatory and the semantic features are a 985-dimensional vector representing the statistical co-occurrences of each word in
the story to 985 common words in the English language. The line plots in the figure show the time series for a single channel in the cochleogram or dimension in the articulatory and semantic feature
vector before (light) and after (bold) the low-pass filtering and resampling step.
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Figure 3. Prediction performance for each feature space. A, Spectral model performance. Spectral model performance plotted on the flattened cortical surface of one subject (subject 2). Color shows the value
of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum
correlationvaluethatcouldbeobtainedgiventhenoise inthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical
curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around
Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel
performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.
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Figure 3. Prediction performance for each feature space. A, Spectral model performance. Spectral model performance plotted on the flattened cortical surface of one subject (subject 2). Color shows the value
of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum
correlationvaluethatcouldbeobtainedgiventhenoise inthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical
curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around
Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel
performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.
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Figure 3. Prediction performance for each feature space. A, Spectral model performance. Spectral model performance plotted on the flattened cortical surface of one subject (subject 2). Color shows the value
of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum
correlationvaluethatcouldbeobtainedgiventhenoise inthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical
curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around
Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel
performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.

6548 • J. Neurosci., July 5, 2017 • 37(27):6539 – 6557 de Heer, Huth et al. • Cortical Speech Processing

A

B

C

Figure 3. Prediction performance for each feature space. A, Spectral model performance. Spectral model performance plotted on the flattened cortical surface of one subject (subject 2). Color shows the value
of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum
correlationvaluethatcouldbeobtainedgiventhenoise inthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical
curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around
Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel
performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.
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Figure 3. Prediction performance for each feature space. A, Spectral model performance. Spectral model performance plotted on the flattened cortical surface of one subject (subject 2). Color shows the value
of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum
correlationvaluethatcouldbeobtainedgiventhenoise inthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical
curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around
Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel
performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.
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Figure 3. Prediction performance for each feature space. A, Spectral model performance. Spectral model performance plotted on the flattened cortical surface of one subject (subject 2). Color shows the value
of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum
correlationvaluethatcouldbeobtainedgiventhenoise inthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical
curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around
Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel
performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.
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checker and Scott, 2009; Bornkessel-Schlesewsky et al., 2015),
and much of the semantic system (Binder et al., 2009). We then
used a voxelwise modeling framework (Nishimoto and Gallant,
2011; Huth et al., 2012, 2016) to build predictive models based on

three distinct feature spaces: spectral features, articulatory fea-
tures, and semantic features. Because these features can be highly
correlated in natural speech, we used a variance-partitioning
analysis to determine how much of the variance was uniquely

Figure 7. Organization within the auditory cortex. Each point in the auditory cortex was assigned a medial–lateral coordinate based on its distance from the crown of the STG, in millimeters. These were
binned into 20 discrete bins, aggregated across subjects. Top panels, Mean noise-corrected partial correlation (among significantly predicted voxels) in each bin for each variance partition. Thickness of solid lines
is proportional to the number of voxels falling into each bin, and the shaded areas show!5 SEs. Middle panels, The center of mass was computed for each variance partition in each subject. Horizontal lines show
!1 SE. Spectral–semantic centers of mass (pink) are missing for some subjects because that partition explains too little variance. The bottom line shows the average center of mass locations across subjects.
Bottom panels, Average cortical curvature in each bin, with positive curvature indicating convexity (as on a gyrus) and negative curvature indicating concavity (as in a sulcus).
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Figure 4. Variance partitions. A variance-partitioning analysis was used to separate the variance explained by the three feature spaces into the following seven partitions: the variance explained
uniquely by each feature space; the variance explained jointly by each pair of feature spaces, excluding the third; and the variance explained by all three feature spaces. These flatmaps show
noise-corrected partial correlations for each of the seven partitions on one subject. Unique contributions from the spectral feature space and the spectral–articulatory intersection (excluding
contributions from the semantic feature space) are mostly limited to early auditory cortex. The articulatory feature space uniquely explains little variance outside of the auditory cortex, but the
articulatory–semantic intersection explains some variance in prefrontal cortex and lateral temporal cortex. The semantic feature space uniquely explains a large fraction of the variance everywhere
outside of early auditory cortex and lateral temporal cortex. The spectral–semantic intersection explains little variance anywhere.

Figure 5. Venn diagrams of explained variance in selected ROIs. Venn diagrams of total explained variance across all subjects (calculated using only significantly predicted voxels) in the entire
cortex and three speech-related ROIs. The proportion of variance explained in each partition differs across ROIs. The spectral feature space proportionally explains more variance in the auditory cortex
(which includes early auditory cortex) than in other areas. The articulatory feature space and the articulatory–semantic intersection explain proportionally more variance in all speech-related ROIs
than in the cortex taken as a whole. The semantic feature space explains proportionally more variance in the entire cortex than in speech-related ROIs.
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selectivity. We were able to visualize the pattern of semantic-domain 
selectivity across the entire cortex by projecting voxel-wise models onto 
the shared semantic dimensions. Figure 2b shows projections onto the 
first three dimensions for one subject, plotted together using the same 
RGB colour scheme as in Fig. 2a (Extended Data Fig. 3a shows each 
dimension separately). Thus, for example, a green voxel produces 
greater BOLD responses to categories that are coloured green in the 
semantic space, such as ‘visual’ and ‘numeric’. This visualization sug-
gests that semantic information is represented in intricate patterns that 
cover the semantic system, including broad regions of the prefrontal 
cortex, LTC and MTC, and LPC and MPC. Furthermore, these patterns 
appear to be relatively consistent across individuals (Fig. 2c; see also 
Extended Data Fig. 3b).

Using PrAGMATiC to construct a semantic atlas
Given the apparent consistency in the patterns of semantic selectivity  
across individuals, we sought to create a single atlas that describes 
the distribution of semantically selective functional areas in human 
cerebral cortex. To accomplish this, we developed a new Bayesian 
algorithm, PrAGMATiC, that produces a probabilistic and generative 
model of areas tiling the cortex22. This algorithm models patterns of 
functional tuning recovered by voxel-wise modelling as a dense, tiled 
map of functionally homogeneous brain areas (Fig. 3a), while respect-
ing individual differences in anatomical and functional anatomy23,24. 
The arrangement and selectivity of these areas are determined 
by parameters learned from the fMRI data through a maximum- 
likelihood estimation technique similar to contrastive divergence25. 

Figure 2 | Principal components of voxel-wise semantic models.  
a–c, Principal components analysis of voxel-wise model weights reveals 
four important semantic dimensions in the brain (Extended Data Fig. 2). 
a, An RGB colourmap was used to colour both words and voxels based 
on the first three dimensions of the semantic space. Words that best 
match the four semantic dimensions were found and then collapsed into 
12 categories using k-means clustering. Each category (Supplementary 
Table 2) was manually assigned a label. The 12 category labels (large 
words) and a selection of the 458 best words (small words) are plotted here 
along four pairs of semantic dimensions. The largest axis of variation lies 
roughly along the first dimension, and separates perceptual and physical 

categories (tactile, locational) from human-related categories (social, 
emotional, violent). PC, principal component. b, Voxel-wise model 
weights were projected onto the semantic dimensions and then coloured 
using the same RGB colourmap (see Extended Data Fig. 3 for separate 
dimensions). Projections for one subject (S2) are shown on that subject’s 
cortical surface. Semantic information seems to be represented in intricate 
patterns across much of the semantic system. c, Semantic principal 
component flatmaps for three other subjects. Comparing these flatmaps, 
many patterns appear to be shared across individuals. (See Extended Data 
Fig. 3 for other subjects.) Abbreviations for regions of interest are listed in 
the Methods section.
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Figure 3. Predictionperformanceforeachfeaturespace.A,Spectralmodelperformance.Spectralmodelperformanceplottedontheflattenedcortical surfaceofonesubject (subject2).Colorshowsthevalue

of the noise-corrected correlation coefficient obtained by comparing the model prediction to actual BOLD responses for the story in the validation dataset. These correlations are normalized by the maximum

correlationvaluethatcouldbeobtainedgiventhenoiseinthesignal(seeMaterialsandMethods).Voxels forwhichthecorrectedcorrelationisnotsignificantlydifferentfromzeroarehidden,revealingthecortical

curvature below. White lines encircle regions of interest obtained from separate localizer scans. In this subject, the spectral feature space only produces significant predictions in early auditory cortex around

Heschl’sgyrus.B,Articulatorymodelperformance.Thearticulatoryfeaturespacesignificantlypredictsvoxels intheauditorycortex,aswellas intheposteriortemporalcortexandfrontalcortex.C,Semanticmodel

performance. The semantic feature space significantly predicts voxels in several large regions of cortex, including much of the temporal, parietal, and prefrontal cortex.
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selectivity. We were able to visualize the pattern of semantic-domain 
selectivity across the entire cortex by projecting voxel-wise models onto 
the shared semantic dimensions. Figure 2b shows projections onto the 
first three dimensions for one subject, plotted together using the same 
RGB colour scheme as in Fig. 2a (Extended Data Fig. 3a shows each 
dimension separately). Thus, for example, a green voxel produces 
greater BOLD responses to categories that are coloured green in the 
semantic space, such as ‘visual’ and ‘numeric’. This visualization sug-
gests that semantic information is represented in intricate patterns that 
cover the semantic system, including broad regions of the prefrontal 
cortex, LTC and MTC, and LPC and MPC. Furthermore, these patterns 
appear to be relatively consistent across individuals (Fig. 2c; see also 
Extended Data Fig. 3b).

Using PrAGMATiC to construct a semantic atlas
Given the apparent consistency in the patterns of semantic selectivity  
across individuals, we sought to create a single atlas that describes 
the distribution of semantically selective functional areas in human 
cerebral cortex. To accomplish this, we developed a new Bayesian 
algorithm, PrAGMATiC, that produces a probabilistic and generative 
model of areas tiling the cortex22. This algorithm models patterns of 
functional tuning recovered by voxel-wise modelling as a dense, tiled 
map of functionally homogeneous brain areas (Fig. 3a), while respect-
ing individual differences in anatomical and functional anatomy23,24. 
The arrangement and selectivity of these areas are determined 
by parameters learned from the fMRI data through a maximum- 
likelihood estimation technique similar to contrastive divergence25. 

Figure 2 | Principal components of voxel-wise semantic models.  
a–c, Principal components analysis of voxel-wise model weights reveals 
four important semantic dimensions in the brain (Extended Data Fig. 2). 
a, An RGB colourmap was used to colour both words and voxels based 
on the first three dimensions of the semantic space. Words that best 
match the four semantic dimensions were found and then collapsed into 
12 categories using k-means clustering. Each category (Supplementary 
Table 2) was manually assigned a label. The 12 category labels (large 
words) and a selection of the 458 best words (small words) are plotted here 
along four pairs of semantic dimensions. The largest axis of variation lies 
roughly along the first dimension, and separates perceptual and physical 

categories (tactile, locational) from human-related categories (social, 
emotional, violent). PC, principal component. b, Voxel-wise model 
weights were projected onto the semantic dimensions and then coloured 
using the same RGB colourmap (see Extended Data Fig. 3 for separate 
dimensions). Projections for one subject (S2) are shown on that subject’s 
cortical surface. Semantic information seems to be represented in intricate 
patterns across much of the semantic system. c, Semantic principal 
component flatmaps for three other subjects. Comparing these flatmaps, 
many patterns appear to be shared across individuals. (See Extended Data 
Fig. 3 for other subjects.) Abbreviations for regions of interest are listed in 
the Methods section.
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Figure 8. Semantic responses in auditory cortex. If global effects such as attention or arousal manifested were correlated with certain semantic features, then we might expect that semantic
selectivity should be homogeneous across AC. Top panels, Variance of semantic selectivity across AC (red) vs 200 similarly sized random cortical regions (black dotted) among significantly predicted
voxels where the unique contribution of the semantic feature space is the largest variance partition. Variance was calculated after projecting the regression weights for the semantic model (985
weights) onto the first 10 principal components obtained from the covariance matrix of all semantic dimensions across all voxels and all subjects (Huth et al., 2016). Error bars for the semantic models
show SD across subjects. Error bars for the baseline show the SD over the 200 randomly sampled regions, averaged across subjects. Middle panels, Semantic map in the left AC of one subject obtained
by color coding the regression weights projected into the first three PCs according to the color scheme shown in the bottom row. Left, The semantic map for all voxels for which any feature space
yielded predictions above chance. Right, The semantic tuning for the responses in the voxels that were explained best by semantic features but not the spectral and articulatory features.
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Figure 8. Semantic responses in auditory cortex. If global effects such as attention or arousal manifested were correlated with certain semantic features, then we might expect that semantic
selectivity should be homogeneous across AC. Top panels, Variance of semantic selectivity across AC (red) vs 200 similarly sized random cortical regions (black dotted) among significantly predicted
voxels where the unique contribution of the semantic feature space is the largest variance partition. Variance was calculated after projecting the regression weights for the semantic model (985
weights) onto the first 10 principal components obtained from the covariance matrix of all semantic dimensions across all voxels and all subjects (Huth et al., 2016). Error bars for the semantic models
show SD across subjects. Error bars for the baseline show the SD over the 200 randomly sampled regions, averaged across subjects. Middle panels, Semantic map in the left AC of one subject obtained
by color coding the regression weights projected into the first three PCs according to the color scheme shown in the bottom row. Left, The semantic map for all voxels for which any feature space
yielded predictions above chance. Right, The semantic tuning for the responses in the voxels that were explained best by semantic features but not the spectral and articulatory features.
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selectivity. We were able to visualize the pattern of semantic-domain 
selectivity across the entire cortex by projecting voxel-wise models onto 
the shared semantic dimensions. Figure 2b shows projections onto the 
first three dimensions for one subject, plotted together using the same 
RGB colour scheme as in Fig. 2a (Extended Data Fig. 3a shows each 
dimension separately). Thus, for example, a green voxel produces 
greater BOLD responses to categories that are coloured green in the 
semantic space, such as ‘visual’ and ‘numeric’. This visualization sug-
gests that semantic information is represented in intricate patterns that 
cover the semantic system, including broad regions of the prefrontal 
cortex, LTC and MTC, and LPC and MPC. Furthermore, these patterns 
appear to be relatively consistent across individuals (Fig. 2c; see also 
Extended Data Fig. 3b).

Using PrAGMATiC to construct a semantic atlas
Given the apparent consistency in the patterns of semantic selectivity  
across individuals, we sought to create a single atlas that describes 
the distribution of semantically selective functional areas in human 
cerebral cortex. To accomplish this, we developed a new Bayesian 
algorithm, PrAGMATiC, that produces a probabilistic and generative 
model of areas tiling the cortex22. This algorithm models patterns of 
functional tuning recovered by voxel-wise modelling as a dense, tiled 
map of functionally homogeneous brain areas (Fig. 3a), while respect-
ing individual differences in anatomical and functional anatomy23,24. 
The arrangement and selectivity of these areas are determined 
by parameters learned from the fMRI data through a maximum- 
likelihood estimation technique similar to contrastive divergence25. 

Figure 2 | Principal components of voxel-wise semantic models.  
a–c, Principal components analysis of voxel-wise model weights reveals 
four important semantic dimensions in the brain (Extended Data Fig. 2). 
a, An RGB colourmap was used to colour both words and voxels based 
on the first three dimensions of the semantic space. Words that best 
match the four semantic dimensions were found and then collapsed into 
12 categories using k-means clustering. Each category (Supplementary 
Table 2) was manually assigned a label. The 12 category labels (large 
words) and a selection of the 458 best words (small words) are plotted here 
along four pairs of semantic dimensions. The largest axis of variation lies 
roughly along the first dimension, and separates perceptual and physical 

categories (tactile, locational) from human-related categories (social, 
emotional, violent). PC, principal component. b, Voxel-wise model 
weights were projected onto the semantic dimensions and then coloured 
using the same RGB colourmap (see Extended Data Fig. 3 for separate 
dimensions). Projections for one subject (S2) are shown on that subject’s 
cortical surface. Semantic information seems to be represented in intricate 
patterns across much of the semantic system. c, Semantic principal 
component flatmaps for three other subjects. Comparing these flatmaps, 
many patterns appear to be shared across individuals. (See Extended Data 
Fig. 3 for other subjects.) Abbreviations for regions of interest are listed in 
the Methods section.
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Figure 8. Semantic responses in auditory cortex. If global effects such as attention or arousal manifested were correlated with certain semantic features, then we might expect that semantic
selectivity should be homogeneous across AC. Top panels, Variance of semantic selectivity across AC (red) vs 200 similarly sized random cortical regions (black dotted) among significantly predicted
voxels where the unique contribution of the semantic feature space is the largest variance partition. Variance was calculated after projecting the regression weights for the semantic model (985
weights) onto the first 10 principal components obtained from the covariance matrix of all semantic dimensions across all voxels and all subjects (Huth et al., 2016). Error bars for the semantic models
show SD across subjects. Error bars for the baseline show the SD over the 200 randomly sampled regions, averaged across subjects. Middle panels, Semantic map in the left AC of one subject obtained
by color coding the regression weights projected into the first three PCs according to the color scheme shown in the bottom row. Left, The semantic map for all voxels for which any feature space
yielded predictions above chance. Right, The semantic tuning for the responses in the voxels that were explained best by semantic features but not the spectral and articulatory features.
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selectivity. We were able to visualize the pattern of semantic-domain 
selectivity across the entire cortex by projecting voxel-wise models onto 
the shared semantic dimensions. Figure 2b shows projections onto the 
first three dimensions for one subject, plotted together using the same 
RGB colour scheme as in Fig. 2a (Extended Data Fig. 3a shows each 
dimension separately). Thus, for example, a green voxel produces 
greater BOLD responses to categories that are coloured green in the 
semantic space, such as ‘visual’ and ‘numeric’. This visualization sug-
gests that semantic information is represented in intricate patterns that 
cover the semantic system, including broad regions of the prefrontal 
cortex, LTC and MTC, and LPC and MPC. Furthermore, these patterns 
appear to be relatively consistent across individuals (Fig. 2c; see also 
Extended Data Fig. 3b).

Using PrAGMATiC to construct a semantic atlas
Given the apparent consistency in the patterns of semantic selectivity  
across individuals, we sought to create a single atlas that describes 
the distribution of semantically selective functional areas in human 
cerebral cortex. To accomplish this, we developed a new Bayesian 
algorithm, PrAGMATiC, that produces a probabilistic and generative 
model of areas tiling the cortex22. This algorithm models patterns of 
functional tuning recovered by voxel-wise modelling as a dense, tiled 
map of functionally homogeneous brain areas (Fig. 3a), while respect-
ing individual differences in anatomical and functional anatomy23,24. 
The arrangement and selectivity of these areas are determined 
by parameters learned from the fMRI data through a maximum- 
likelihood estimation technique similar to contrastive divergence25. 

Figure 2 | Principal components of voxel-wise semantic models.  
a–c, Principal components analysis of voxel-wise model weights reveals 
four important semantic dimensions in the brain (Extended Data Fig. 2). 
a, An RGB colourmap was used to colour both words and voxels based 
on the first three dimensions of the semantic space. Words that best 
match the four semantic dimensions were found and then collapsed into 
12 categories using k-means clustering. Each category (Supplementary 
Table 2) was manually assigned a label. The 12 category labels (large 
words) and a selection of the 458 best words (small words) are plotted here 
along four pairs of semantic dimensions. The largest axis of variation lies 
roughly along the first dimension, and separates perceptual and physical 

categories (tactile, locational) from human-related categories (social, 
emotional, violent). PC, principal component. b, Voxel-wise model 
weights were projected onto the semantic dimensions and then coloured 
using the same RGB colourmap (see Extended Data Fig. 3 for separate 
dimensions). Projections for one subject (S2) are shown on that subject’s 
cortical surface. Semantic information seems to be represented in intricate 
patterns across much of the semantic system. c, Semantic principal 
component flatmaps for three other subjects. Comparing these flatmaps, 
many patterns appear to be shared across individuals. (See Extended Data 
Fig. 3 for other subjects.) Abbreviations for regions of interest are listed in 
the Methods section.
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Schematic Summary of Category Localization Studies

Pulvermüller - 2013 - Fig 1 
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(v) Differences in the ability to process semantic catego-
ries have also been observed after lesion in aTL
[17,32] and in SD due to TP lesion [44,45].

Thus, all putative semantic hubs seem to show at least a
degree of category specificity. It is possible that some of
these category differences can potentially be explained by
close adjacency of true hubs and category preferential
areas, but the data are equally open to the possibility that

potential hub areas preferentially process specific seman-
tic types.

Category-specific semantic effects also appear for
regions far beyond the hub candidates, in and close to
modality-specific – or, more accurately, modality-preferen-
tial – sensory and motor areas. In superior temporal
auditory and inferior temporal visual areas, sound and
visually related words such as ‘bell’ and ‘grass’ yield the
strongest activation, and focal lesions can cause semantic
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Figure 1. Semantic brain mechanisms: hubs, category specificity, and semantic circuits. Top left: Left cortical hemisphere with Brodmann area numbers indicated; the left-
perisylvian language areas are highlighted (adapted from [55]). Top middle: Areas of particular importance for general semantic processing as proposed in the literature.
Top right: Cortical areas for which semantic category-specific effects have been reported in the literature. Middle panels: Model of general lexico–semantic circuits (leftmost
graph) and referential–semantic circuits for four different semantic word types (as indicated). Bottom panels: Results of functional magnetic resonance imaging (fMRI)
cluster analysis (views from left and from top) revealing activation clusters common to all word types tested (leftmost graph) and category-specific activation to four
different semantic word types. Cluster analysis contrasts activation patterns elicited by individual word categories (each tested against a control condition of matched
meaningless symbol strings) with each other and with those activations shared by combinations of semantic categories (adapted from [79]). Category-specific semantic
circuits are distributed over different areas of both hemispheres and lexico–semantic circuits shared by all words are localized in left perisylvian areas. Note the rich
category-specific activations, which confirm some of the model predictions, but also call for model extensions. Abbreviations: iFC, inferior frontal cortex; iPC, inferior
parietal cortex; sTC, superior temporal cortex; m/iTC, middle/inferior temporal cortex; aTC, anterior temporal cortex; TP, temporal pole.
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Neuron
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Figure 2. Brain Areas Activated by Subcategories of Action Words Are Adjacent to and Partly Overlap with Activations Produced by the
Corresponding Movement Types

(A) Hemodynamic activation during tongue, finger, and foot movements (localizer scans).
(B) Hemodynamic activation during reading action words related to face (green), arm (red), and leg (blue) movements (p ! 0.001, k " 33).
Results are rendered on a standard brain surface.
(C) Mean parameter estimates (in arbitrary units) for clusters differentially activated by subgroups of action words in the left hemisphere.
(D) Overlap of activation produced by “arm” and “leg” words with that produced by finger and foot movements, respectively. Numbers below
separate slices label z coordinates in MNI space, and the color scales indicate t values for arm and leg word related activation separately.

activation produced by arm and leg words and the corre- “chew,” etc.). The corresponding movements would not
have been suitable for our localizer experiment, sincesponding finger and foot movements but not for face

word and tongue movement activation. This may be they could cause severe movement artifacts. In contrast,
small finger and foot movements are relatively unprob-explained by the fact that the tongue is mostly involved

in articulatory movements. The face words employed lematic in the scanner, and these body parts are usually
involved in movements performed with the whole armin our study referred to a wider range of movements

involving the jaw or the whole head (such as “bite,” or leg, such as in grasping or walking movements, re-

Review of Action Word Processing Studies

Pulvermüller - 2013 - Box 1 
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and conceptual deficits for these categories [20,38,44].
Category specificity is present in and close to the piriform
and anterior insular olfactory cortex, where odor words
such as ‘cinnamon’ lead to greater activation than control
words do [46]; in the gustatory cortex in anterior insula and
frontal operculum, where taste words such as ‘sugar’ lead
to relatively strong activation [47]; and in the ventral,
lateral, and dorsal motor system, including primary motor
and premotor, along with adjacent prefrontal and anterior
parietal areas. In motor cortex, a fine-grained semantic
map reflects the body-part relationship of action-related
words, phrases, and sentences, and potentially additional
features of the action schemas these signs relate to seman-
tically (Box 1).

Neuroscience integration of semantic models
The overlap and adjacency of many of the category-
specific semantic areas with sensory and motor areas
suggests common mechanisms for action, perception,
and semantic processing [20,48], a postulate also imma-
nent to cognitive theories of semantic embodiment [49–
51]. Arguably, the observation of disembodied semantic
functions in multimodal association cortices far removed
from sensory and motor fields contradicts this view [52].
To understand semantic mechanisms, an integration of
these positions with each other is required, as is an
explanation of why different aspects of semantics relate
to different multimodal and modality-preferential brain
parts (Figure 2).

Box 1. Action semantics in the dorsal stream

Some brain language models attribute semantics to areas in the
temporo-occipital ventral stream of processing of visual object-related
information (yellow/orange areas in top middle and right panel of
Figure 1). However, recent evidence showed that frontoparietal areas
in the dorsal stream (red, purple, and green areas) are also active in
semantic processing and that lesions here lead to severe linguistic–
conceptual impairments, especially in the processing of action-related
meaning [12,20,33,35]. For example, motor neuron disease, a
degenerative brain disease that affects frontoparietal cortex including
precentral motor systems, is characterized by motor deficits and
concordant conceptual–semantic deficits in the processing of action
information [35]. In functional imaging studies, semantic somatotopy
was found in precentral motor and premotor cortex, showing that
words (both verbs and nouns), phrases, and sentences semantically
related to different parts of the body (e.g., ‘talk’, ‘fork’, and ‘walk’)
activate ventral face/mouth, lateral arm/hand, and dorsal leg/foot
motor regions, respectively [80]. Semantic–somatotopic activation has
been confirmed by a range of fMRI studies (Figure I; [81]) and in MEG
and EEG studies it emerged as rapidly as the earliest signs of cortical
meaning processing reported so far (pre-N400 responses with a
latency of 100–250 ms), thus arguing that meaning-related motor
activity indexes early semantic access rather than late post-under-

standing inferences [20,82,83]. Furthermore, experimental studies
have demonstrated a causal effect of focal motor systems activation
– induced by magnetic brain stimulation [84,85] and behavioral
procedures [50,86,87] – on the processing of action-related language.

There are two main reasons why dorsal-stream action semantics is
important for cognitive theory. First, claims about semantic category
specificity and its relationship to motor and sensory brain systems had
remained suggestive because most category-specific deficits were
seen for large lesions [17] and category-specific functional activation
was typically seen adjacent to, but not in, sensory regions [43].
Crucially, motor activation of action-semantic processing was found in
regions of interest defined by motor localizer tasks, thus strengthening
the argument for embodied semantics grounded in action and
perception systems of the brain and mind [12,13]. Second, after
behaviorism had been overcome by the cognitive revolution of the
1950s, motor processes had been seen as epiphenomenal to cognitive
and mental mechanisms. However, on the basis of theoretical
arguments, semanticists had long emphasized the important criterial
role of action and interaction for semantics [71,72,88], an insight
whose re-entry into the cognitive field was, in part, sparked by
empirical evidence of action semantics in the context of emerging
interest in embodied cognition [13,14,20,68,89–91].
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Figure I. Semantic somatotopy in the motor system. Activity foci observed in studies of action word and sentence processing semantically related to actions
preferentially performed with the face/mouth (symbols in green), arms/hands (red) and legs/feet (blue). Note that neural indices of semantic body-part relationships are
present in central and precentral frontal, but not in postcentral parietal areas. Adapted, with permission, from [81]. The data displayed are from [75,79–81,92–100].
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Table 1
Regions showing differential responses following corrections for multiple comparisons

Coordinates Peak t p

X Y Z

Regions showing differential responses to color and grayscale perception
Color wheels > grayscale wheels

Left fusiform gyrus !33 !36 !16 13.66 <0.000001
Right lingual gyrus 12 !74 !5 9.43 <0.000006

Grayscale wheels > color wheels
None

Regions showing differential responses to color and motor property verification
Color property verification > motor property verification

None

Motor property verification > color property verification
Left middle temporal gyrus !57 !53 7 11.15 <0.000002

Note. Coordinates are listed in Talairach space.

Fig. 2. Overlap in perceptual and conceptual color processing. On top, the figure depicts sagittal and coronal sections from the N27 template brain warped to
Talairach space (template available in AFNI, http://afni.nimh.nih.gov/afni/). The functional overlays represent Talairach-normalized group data from the random
effects analysis. Green patches indicate regions where activity was greater for processing color than grayscale wheels in the color perception task (p < 0.0001). Blue
patches indicate regions where activity was greater for verifying color properties than motor properties in the knowledge retrieval task (p < 0.01 with a cluster size
of at least 108 mm3). The red patch stretching from Y = !33 to !38 in the left fusiform gyrus indicates the region of overlap between the two tasks. The inset bar
graph demonstrates that within the left fusiform ROI where color perception produced a greater response than grayscale perception (in other words, within the union
of the green and red patches), the average BOLD response to color property words in the property verification task was greater than the response for motor property
words (p = 0.006). The y-axis indicates percent signal change relative to signal baseline, with error bars representing ±1 standard error of the subject means.

Schematic Location of Visual Word Form Area
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Converting Text to Sound in the Brain

Dehaene 2009 Fig 1.4 
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Physical Connectivity of Visual Word Form Area

Chen et al. - 2019 - Supp Info Fig 1 
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Supplementary Figures S1-3 152 

 153 
Supplementary Figure 1. Illustration of white-mater streamlined tracts from the VWFA ROI 154 
(shown in purple) in a single subject. Green: inferior longitudinal fasciculus (ILF); Red: superior 155 
longitudinal fasciculus (SLF); Blue: vertical occipital fasciculus/temporal-parietal-superior 156 
parietal lobule (vOF/TP-SPL)16,17. 157 
  158 
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Listening and Reading for Meaning

Deniz et al. - 2019 - Fig 2, 7, and 8

27

Weight maps for the foot, hand, and mouth responses were used to
define primary motor and somatosensory areas for the feet (M1F,
S1F), hands (M1H, S1H), and mouth (M1M, S1M); supplementary
motor areas for the feet and hands; secondary somatosensory area for
the feet, and, in some participants, the hands; and, in some partici-
pants, the ventral premotor hand area (Penfield and Boldrey, 1937).
The weight map for saccade responses was used to define the frontal
eye field (Paus, 1996), frontal operculum eye movement area (Cor-
betta et al., 1998), intraparietal sulcus visual areas, and, in some par-
ticipants, the supplementary eye field (Grosbras et al., 1999). The
weight map for speech production responses was used to define Bro-
ca’s area (Amunts et al., 2010; Zilles and Amunts, 2018) and the
superior ventral premotor speech area (sPMv).

Retinotopic localizer. Retinotopic mapping data were collected in four
9 min scans. Two scans used clockwise and counterclockwise rotating
polar wedges, and two used expanding and contracting rings. Visual
angle and eccentricity maps were used to define visual areas V1, V2, V3,
V4, LO, V3A, V3B, and V7 (Hansen et al., 2007).

Area MT! localizer. Area MT! localizer data were collected in four
90 s scans consisting of alternating 16 s blocks of continuous and tempo-
rally scrambled natural movies. The contrast between continuous and
temporally scrambled natural movies was used to define visual motion
area MT! (Tootell et al., 1995).

Voxelwise model fitting
A single joint model that included all feature spaces was estimated for
each voxel in each dataset (listening and reading) separately using
banded ridge regression (for details, see below and Nunez-Elizalde et al.,
2019). Banded ridge regression assigns a different regularization param-
eter for every feature space and so reduces bias caused by correlations
between feature spaces.

Feature spaces
The feature spaces were motion-energy features (39 parameters), spectral
features (80 parameters), word rate (1 parameter), phoneme rate (1 pa-
rameter), phonemes (39 parameters), letter rate (1 parameter), letters
(26 parameters), word length variation per repetition time (1 parame-
ter), syntactic features (56 parameters), and co-occurrence semantics
(985 parameters). The motion-energy, spectral, word rate, phoneme
rate, phonemes, letter rate, letters, and word length variation features
were used to explain away low-level parameters that might otherwise
contaminate the semantic model weights.

Before doing regression, each feature channel was z-scored within each
story (training and testing features were z-scored independently) by sub-
tracting the mean and dividing by the standard deviation. This was done
to match the features to the fMRI responses, which were also z-scored
within each story. In addition, 10 TRs from the beginning and 10 TRs at
the end of each story were discarded before VM.

Banded ridge regression
We combine several feature spaces in the VM approach. To assign
different levels of regularization to each feature space, we estimate all
our models simultaneously using banded ridge regression (Nunez-
Elizalde et al., 2019). Under banded ridge regression, brain responses
are modeled as a linear combination of all the feature spaces. How-
ever, each feature space is assigned a different value of the regulariza-
tion parameter. Banded ridge regression is a special case of the
well-established statistical approach called Tikhonov regression (Tik-
honov and Arsenin, 1977). The solution to the Tikhonov regression
problem is given by !̂ " argmin!"!Y # X!!2

2 $ !%C!!2
2#, where C is

the penalty matrix. In case of banded ridge regression, the matrix C is a
diagonal matrix whose entries correspond to the regularization levels
appropriate for each feature space. To find the optimal regularization
parameter for every feature space a wide range of regularization param-
eters is explored using cross-validation. The regularization parameter is
optimized based on prediction accuracy on a held-out dataset. Note that
in case of % $ 0 Tikhonov regression reduces to the ordinary least squares
and in case of C $ I Tikhonov regression reduces to ridge regression.

BOLD responses were modeled as a linear combination of all the fea-
ture spaces using linear regression with a non-spherical spatiotemporal

multivariate normal prior on the weights (Nunez-Elizalde et al., 2019).
This approach allows us to impose different levels of regularization on
each feature space within the joint model for each voxel, which is impor-
tant because of differences in feature space size and signal-to-noise levels.
The regularization parameter for each feature space was estimated em-
pirically via cross-validation on a held-out set.

Within the same model, the hemodynamic response function was
modeled using a finite impulse response (FIR) filter per voxel and for
each subject and modality (listening and reading) separately. This was
implemented by modeling the BOLD responses at 10 temporal delays
corresponding to 0, 2, 4, 6, . . . 16, and 18 s. We also imposed a multivar-

Figure 2. Semantic model prediction accuracy across the cortical surface. VM was used
to estimate semantic model weights in two modalities, listening and reading. Prediction
accuracy was computed as the correlation (r) between the participant’s recorded BOLD
activity to the held-out validation story and the responses predicted by the semantic
model. a, Accuracy of voxelwise models estimated using listening data and predicting
withheld listening data. The flattened cortical surface of one participant is shown. Predic-
tion accuracy is given by the color scale shown at bottom. Voxels that are well predicted
appear yellow or white, voxel predictions that are not statistically significant are shown in
gray ( p % 0.05, FDR corrected; LH, left hemisphere; RH, right hemisphere; NS, not signif-
icant; EVC, early visual cortex). b, Accuracy of voxelwise models estimated using reading
data and predicting withheld reading data. The format is the same as in a. Estimated
semantic model weights accurately predict BOLD responses in many brain regions in the
semantic system, including LTC, VTC, LPC, MPC, and PFC in both modalities. In contrast,
voxels in the early sensory regions such as the primary AC and early visual cortex are not
well predicted. c, Log transformed density plot of the listening (x-axis) versus reading
(y-axis) model prediction accuracy. Purple points indicate all voxels. Darker colors indicate
a higher number of voxels in the corresponding bin. Voxels with listening prediction
accuracy &0.17 and reading prediction accuracy &0.19 are not significant. Most voxels
are equally well predicted in listening and reading indicating that these voxels represent
semantic information independent of the presentation modality.
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within the semantic system including bilateral temporal, parietal,
and prefrontal cortices (red voxels in Fig. 6a). These voxels are
also significantly well predicted by the semantic model in both
modalities. Voxels whose model weights are not correlated are
located in few scattered voxels in the bilateral sensory cortex,
intraparietal sulcus, and in PFC (white voxels). This suggests that
voxels that are semantically selective in listening and reading mo-
dalities (red) represent similar semantic information. Figure 6b
summarizes the relation between within-modality voxelwise
model prediction accuracy and semantic tuning, for each voxel.
Each voxel is a single point in the scatterplot, and the correlation
between the estimated listening and reading model weights is
indicated by the color saturation. Semantic tuning is more similar
for voxels that are semantically selective in both modalities (red)
than for those that are well predicted in one modality only (blue
or green). Negatively correlated voxels are mostly in sensory re-
gions and are not well predicted by the semantic model in either
modality. In general, individual voxels located within the seman-
tic system are selective to similar semantic features during both
listening and reading.

Can a voxelwise model fit to one modality predict responses
to the other modality?
If the semantic representation in most of the semantic system is
modality-invariant then voxel models fit to one modality should
accurately predict responses in the other modality. Figures 7 and
8 show cross-modal predictions for all voxels in all participants.
Figure 7 shows prediction accuracy for a model fit to voxel re-
sponses evoked during listening, but predicting responses evoked
during reading. Figure 8 shows prediction accuracy for a model
fit to responses evoked during reading, but predicting responses
evoked during listening. In both figures voxels whose predictions
were not statistically significant are shown in gray (p ! 0.05, FDR
corrected). In both cases, voxels in bilateral temporal, parietal,
and prefrontal cortices are well predicted across modalities. Vox-
els that are not well predicted cross-modally are located in sen-
sory cortices.

Figure 9 shows a summary map of the relationship between
cross-modality predictions and within-modality predictions, for
each voxel and all participants. Summary statistics for the two
cross-modality predictions were computed by taking the average

Figure 7. Semantically amodal voxels as shown by cross-modal predictions (Listening predicting Reading) in all participants. Estimated semantic model weights in the listening modality were
used to predict BOLD activity to the held-out validation story in the reading modality. a, Accuracy of voxelwise models estimated during listening predicting reading responses, shown on the same
participant’s flattened cortical surface as in Figure 2. Prediction accuracy is given by the color scale. Voxels that are well predicted appear yellow or white, voxel predictions that are not statistically
significant are shown in gray ( p ! 0.05, FDR corrected). (LH, left hemisphere; RH, right hemisphere; NS, not significant; Si, Subject i; EVC, early visual cortex). b, Accuracy of voxelwise models
estimated during listening predicting reading responses, shown for all other participants. The format is the same as in a. The semantic model estimated in listening accurately predicts voxel
responses in reading within the semantic system including bilateral temporal (LTC, VTC), parietal (LPC, MPC), and prefrontal cortices (PFC).
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cross-modality prediction accuracy (per voxel average of Figs. 7
and 8). Summary statistics for the two within-modality predic-
tions were computed by taking the maximum within-modality
prediction accuracy (per voxel maximum of Fig. 2a,b). The mean
cross-modality prediction accuracy and the maximum within-
modality prediction accuracy per voxel were then mapped onto
the same participant’s flattened cortical surface. Inspection of
Figure 9 allows us to identify voxels that are well predicted both
within and across modality. Most voxels that are well predicted
within and across modality are located in the semantic system
(white voxels in Fig. 9). Outside the semantic system, some voxels
on the border to visual cortex and voxels surrounding the tem-
poral parietal junction are well predicted within modality but not
across modality (orange voxels in Fig. 9). (Note, however, that
within-modality data were collected largely within sessions, and
between-modality data were collected across sessions. Thus,
within-modality prediction accuracy is likely to be somewhat
higher than between-modality accuracy for this reason alone.)
This result demonstrates that the distribution of semantically

selective voxels in most of the semantic system is independent of
the modality.

Discussion
The experiments presented here were designed to determine
whether semantic information obtained during listening and
reading are represented within a common underlying semantic
system. In separate fMRI sessions participants listened to a spo-
ken story and read a stream of words visually (RSVP using time-
locked transcripts of spoken stories). We used VM to estimate
semantic selectivity across the entire cerebral cortex, in individual
participants, in each voxel separately and in two different presen-
tation modalities (listening and reading).

Our experiments provide three lines of evidence in support of
the hypothesis that semantic representations throughout most of
the semantic system are invariant to presentation modality. First,
voxels in most of the semantic system (temporal, parietal, and
prefrontal cortices) are well predicted by the semantic model in
each modality independently (Figs. 2, 3). Second, the estimated

Figure 8. Semantically amodal voxels as shown by cross-modal predictions (Reading predicting Listening) in all participants. Estimated semantic model weights in the reading modality were
used to predict BOLD activity to the held-out validation story in the listening modality. a, Accuracy of voxelwise models estimated during reading predicting listening responses, shown on the same
participant’s flattened cortical surface as in Figure 2. Prediction accuracy is given by the color scale. Voxels that are well predicted appear yellow or white, voxel predictions that are not statistically
significant are shown in gray ( p ! 0.05, FDR corrected). (LH, left hemisphere; RH, right hemisphere; NS, not significant; Si, Subject i; EVC, early visual cortex). b, Accuracy of voxelwise models
estimated during reading predicting listening responses, shown for all other participants. The format is the same as in a. The semantic model estimated in reading accurately predicts voxel responses
in listening within the semantic system including bilateral temporal (LTC, VTC), parietal (LPC, MPC), and prefrontal cortices (PFC).
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61 used PET. These studies collectively involved 1642 partic-
ipants and yielded 1145 activation foci (691 general and 454
specific). (The number of unique individuals involved in these
studies could be smaller than 1642. We did not count participants
more than once if they were involved in more than one contrast
from the same publication. However, the same individual could
have been included in more than one publication.)

All Semantic Contrasts

Figure 2 shows activation foci from all of the included studies
projected onto an inflated surface model of the cerebral cortex
(see Figs. 1 and 2 in the Supplemental Material online for
similar images color coded by type of contrast). Of the 1145
published foci, 10 were located in the cerebellum and are
therefore not shown. About 68% (771) of the foci were in the
left cerebral hemisphere (x < 0) and 32% (362) in the right
hemisphere (x > 0), indicating moderate left-hemisphere
lateralization. Foci were located throughout the brain, but
with strong clustering in some regions, particularly the left
inferior parietal lobe. Areas with notably few foci included the
precentral and postcentral gyri bilaterally, primary and second-
ary visual cortices, superior parietal lobules, frontal eye fields,
and dorsal anterior cingulate gyri. There was a clear line of
demarcation along the lateral bank of the left intraparietal
sulcus, separating a large and dense cluster of foci in the
inferior parietal lobe from uninvolved cortex in the intra-
parietal sulcus and superior parietal lobe.

The thresholded ALE probability map based on all 1145 foci is
shown in Figure 3. Activations were lateralized to the left
hemisphere and widely distributed in frontal, temporal, parietal,
and paralimbic areas. Seven principal regions showed a high
likelihood of activation across studies: 1) the angular gyrus (AG)
and adjacent supramarginal gyrus (SMG); 2) the lateral temporal
lobe, including the entire length of the middle temporal gyrus
(MTG) and posterior portions of the inferior temporal gyrus
(ITG); 3) a ventromedial region of the temporal lobe centered
on the mid-fusiform gyrus and adjacent parahippocampus; 4)
dorsomedial prefrontal cortex (DMPFC) in the superior frontal
gyrus (SFG) and adjacent middle frontal gyrus (MFG); 5) the
inferior frontal gyrus (IFG), especially the pars orbitalis; 6)
ventromedial and orbital prefrontal cortex; and 7) the posterior
cingulate gyrus and adjacent ventral precuneus. Weaker
activations occurred at homologous locations in the right

hemisphere, principally the AG, posterior MTG, and posterior
cingulate gyrus. See Appendix 2 for details regarding activation
of each of these regions in each of the included studies.

General Contrasts

Figure 4 shows the thresholded ALE map for the 691 general
semantic foci. This map is very similar to the one derived from
all foci, though with generally smaller clusters. Activation in the
IFG is more clearly localized to the pars orbitalis. Activation in
the left fusiform gyrus extends somewhat farther anteriorly,
and there is more extensive involvement of the left ventrome-
dial prefrontal region.

Specific Contrasts

The specific contrasts were further categorized as to the
putative type of semantic knowledge examined by each. Many
of these types (e.g., auditory, gustatory, olfactory, tactile, visual
motion, characteristic object location, emotion, causation, and
self knowledge) were examined in only a few studies and thus
had too few activation foci to examine separately by meta-
analysis. There were 10 studies that examined contrasts
between living things (usually animals) and manipulable
artifacts (usually tools) (Mummery et al. 1996, 1998; Cappa
et al. 1998; Perani et al. 1999; Grossman et al. 2002a; Laine et al.
2002; Kounios et al. 2003; Thioux et al. 2005; Wheatley et al.
2005; Goldberg et al. 2006), providing 41 ‘‘living’’ and 29
‘‘artifact’’ foci. ‘‘Living’’ foci showed no significant overlap in the
ALE analysis. As shown in Figure 5, ‘‘artifact’’ foci showed
significant overlap at the left lateral temporal--occipital junction,
where posterior MTG and ITG meet anterior occipital cortex
(roughly BA 37), and in the ventral left SMG (BA 40) near the
junction with the superior temporal gyrus (STG).

There were 10 studies that examined action knowledge
relative to other types (Martin et al. 1995; Noppeney and Price
2003; Tyler, Stamatakis, et al. 2003; Davis et al. 2004; Boronat
et al. 2005; Noppeney et al. 2005; Baumgaertner et al. 2007;
Eschen et al. 2007; Ruschmeyer et al. 2007; Tomasino et al.
2007), providing 40 ‘‘action’’ foci. Significant overlap for these
foci occurred in the ventral left SMG and posterior left MTG
(BA 37). As shown in Figure 5, the SMG focus overlaps the SMG
region observed in the ‘‘artifact’’ studies. The posterior MTG
cluster associated with action knowledge was slightly dorsal
and lateral to the temporal--occipital cluster of ‘‘artifact’’ foci.

Figure 2. One thousand one hundred and thirty-five published activation foci from the included studies projected onto an inflated cortical surface.

Cerebral Cortex December 2009, V 19 N 12 2771

D
ow

nloaded from
 https://academ

ic.oup.com
/cercor/article-abstract/19/12/2767/376348 by H

arvard Library user on 29 July 2020

Semantic and Default Mode Networks

Binder et al. - 2009 - Fig 8

29

perceptual knowledge. Abstract concepts are generally more
difficult to process than concrete concepts, and several other
studies had to be excluded from the meta-analysis because of
this confound. Areas associated with verbal semantic process-
ing included the left IFG (mainly pars orbitalis) and left anterior
STS. These dissociations support a distinction between
perceptually based knowledge, stored in heteromodal associ-
ation areas such as the AG and ventral temporal lobe, and
verbally encoded knowledge, which places greater demands on
left anterior perisylvian regions. This dissociation is supported
by a range of neuropsychological studies showing relative
impairment of abstract word processing in patients with
perisylvian lesions (Goodglass et al. 1969; Coltheart et al.
1980; Roeltgen et al. 1983; Katz and Goodglass 1990; Franklin
et al. 1995) and relative impairment of concrete word
processing in patients with extrasylvian (mainly ventral
temporal lobe) lesions (Warrington 1975, 1981; Warrington
and Shallice 1984; Breedin et al. 1995; Marshall et al. 1998).

Semantic Processing and Autobiographical Memory
Retrieval

The semantic system identified here is virtually identical to the
large-scale network identified in recent studies of autobio-
graphical memory retrieval (Maguire 2001; Svoboda et al.
2006). (In their comprehensive review of the autobiographical
memory literature, Svoboda et al. [2006] refer to the AG as
‘‘temporoparietal junction,’’ though all of the foci they report in
this region are in the inferior parietal lobe.) There are cogent
theoretical and empirical reasons to distinguish general
semantic from autobiographical memory (Tulving 1972; De
Renzi et al. 1987; Yasuda et al. 1997), yet this nearly complete
overlap observed in functional imaging studies is striking.
Autobiographical memory refers to knowledge about one’s
own past, including both remembered events, known as
episodic autobiographical memory (e.g., ‘‘I remember playing
tennis last weekend’’), and static facts about the self, known as
semantic autobiographical memory (e.g., ‘‘I like to play tennis’’).
Most autobiographical memory begins as detailed knowledge
about recently experienced events (i.e., episodic memories).
With time, these specific memories lose their perceptual detail
and come to more closely resemble semantic knowledge
(Johnson et al. 1988; Levine et al. 2002; Addis et al. 2004).

There are several reasons to expect overlap between the
general semantic and autobiographical memory retrieval sys-
tems. First, semantic autobiographical memories, though they
differ from general semantic knowledge in referring to the self,
are essentially learned facts and therefore might be supported by
the same system that stores and retrieves other learned facts.
Second, several theorists have proposed that retrieval of general
concepts, such as particular temporal and spatial locations,
people, objects, and emotions, is an early processing stage in the
retrieval of autobiographical memories and serves to cue the
retrieval of these more personal memories (Barsalou 1998;
Conway and Pleydell-Pearce 2000). Finally, it is worth empha-
sizing the perhaps obvious point that autobiographical memories
are necessarily composed of concepts and that there could be
no retrieval of an autobiographical memory without retrieval of
concepts. To recall, for example, that ‘‘I played tennis last
weekend’’ logically entails retrieval of the concepts ‘‘tennis,’’
‘‘play,’’ and ‘‘weekend.’’ Thus, the essential distinction between
general semantic retrieval and autobiographical memory re-
trieval lies in the self-referential aspect of the latter, which may
be a relatively minor component of the overall process, at least
from a neural standpoint.

A few neuroimaging studies have directly compared
autobiographical and general semantic retrieval and reported
greater activation in the semantic network during the
autobiographical condition, particularly in the medial pre-
frontal cortex, AG, and posterior cingulate region (Graham
et al. 2003; Maguire and Frith 2003; Addis et al. 2004; Levine
et al. 2004). Rather than indicating a specialization for
autobiographical memory processing in these regions, we
believe these data reflect the fact that semantic autobiograph-
ical memories are typically more perceptually vivid, detailed,
contextualized, and emotionally meaningful than general
semantic memories. Thus, we propose that semantic autobio-
graphical and general semantic memory processing are
supported by largely identical neural networks, but that
retrieval of richer and more detailed memories (such as
autobiographical memories) engages this network to a greater
degree than retrieval of less detailed knowledge.

Semantic Processing and the ‘‘Default Network’’

As illustrated in Figure 8, the semantic system identified here is
also strikingly similar to the human brain ‘‘default network’’

Figure 8. Comparison of the left-hemisphere general semantic network indicated in the present ALE meta-analysis (top) and the ‘‘default network’’ (bottom). The latter map
represents brain areas that showed task-induced deactivation during performance of a tone discrimination task, that is, higher BOLD signal during a conscious resting baseline
compared with the tone task (see Binder et al. 2008 for details). In both types of studies, effects are observed in the AG, posterior cingulate gyrus, DMPFC, VMPFC, ventral
temporal lobe, anterior MTG, and ventral IFG. Although effects are stronger in the left hemisphere for both kinds of studies, task-induced deactivation is typically more
symmetrical in posterior cingulate and medial prefrontal regions (Shulman et al. 1997; Binder et al. 1999; Mazoyer et al. 2001; Raichle et al. 2001; McKiernan et al. 2003).
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perceptual knowledge. Abstract concepts are generally more
difficult to process than concrete concepts, and several other
studies had to be excluded from the meta-analysis because of
this confound. Areas associated with verbal semantic process-
ing included the left IFG (mainly pars orbitalis) and left anterior
STS. These dissociations support a distinction between
perceptually based knowledge, stored in heteromodal associ-
ation areas such as the AG and ventral temporal lobe, and
verbally encoded knowledge, which places greater demands on
left anterior perisylvian regions. This dissociation is supported
by a range of neuropsychological studies showing relative
impairment of abstract word processing in patients with
perisylvian lesions (Goodglass et al. 1969; Coltheart et al.
1980; Roeltgen et al. 1983; Katz and Goodglass 1990; Franklin
et al. 1995) and relative impairment of concrete word
processing in patients with extrasylvian (mainly ventral
temporal lobe) lesions (Warrington 1975, 1981; Warrington
and Shallice 1984; Breedin et al. 1995; Marshall et al. 1998).

Semantic Processing and Autobiographical Memory
Retrieval

The semantic system identified here is virtually identical to the
large-scale network identified in recent studies of autobio-
graphical memory retrieval (Maguire 2001; Svoboda et al.
2006). (In their comprehensive review of the autobiographical
memory literature, Svoboda et al. [2006] refer to the AG as
‘‘temporoparietal junction,’’ though all of the foci they report in
this region are in the inferior parietal lobe.) There are cogent
theoretical and empirical reasons to distinguish general
semantic from autobiographical memory (Tulving 1972; De
Renzi et al. 1987; Yasuda et al. 1997), yet this nearly complete
overlap observed in functional imaging studies is striking.
Autobiographical memory refers to knowledge about one’s
own past, including both remembered events, known as
episodic autobiographical memory (e.g., ‘‘I remember playing
tennis last weekend’’), and static facts about the self, known as
semantic autobiographical memory (e.g., ‘‘I like to play tennis’’).
Most autobiographical memory begins as detailed knowledge
about recently experienced events (i.e., episodic memories).
With time, these specific memories lose their perceptual detail
and come to more closely resemble semantic knowledge
(Johnson et al. 1988; Levine et al. 2002; Addis et al. 2004).

There are several reasons to expect overlap between the
general semantic and autobiographical memory retrieval sys-
tems. First, semantic autobiographical memories, though they
differ from general semantic knowledge in referring to the self,
are essentially learned facts and therefore might be supported by
the same system that stores and retrieves other learned facts.
Second, several theorists have proposed that retrieval of general
concepts, such as particular temporal and spatial locations,
people, objects, and emotions, is an early processing stage in the
retrieval of autobiographical memories and serves to cue the
retrieval of these more personal memories (Barsalou 1998;
Conway and Pleydell-Pearce 2000). Finally, it is worth empha-
sizing the perhaps obvious point that autobiographical memories
are necessarily composed of concepts and that there could be
no retrieval of an autobiographical memory without retrieval of
concepts. To recall, for example, that ‘‘I played tennis last
weekend’’ logically entails retrieval of the concepts ‘‘tennis,’’
‘‘play,’’ and ‘‘weekend.’’ Thus, the essential distinction between
general semantic retrieval and autobiographical memory re-
trieval lies in the self-referential aspect of the latter, which may
be a relatively minor component of the overall process, at least
from a neural standpoint.

A few neuroimaging studies have directly compared
autobiographical and general semantic retrieval and reported
greater activation in the semantic network during the
autobiographical condition, particularly in the medial pre-
frontal cortex, AG, and posterior cingulate region (Graham
et al. 2003; Maguire and Frith 2003; Addis et al. 2004; Levine
et al. 2004). Rather than indicating a specialization for
autobiographical memory processing in these regions, we
believe these data reflect the fact that semantic autobiograph-
ical memories are typically more perceptually vivid, detailed,
contextualized, and emotionally meaningful than general
semantic memories. Thus, we propose that semantic autobio-
graphical and general semantic memory processing are
supported by largely identical neural networks, but that
retrieval of richer and more detailed memories (such as
autobiographical memories) engages this network to a greater
degree than retrieval of less detailed knowledge.

Semantic Processing and the ‘‘Default Network’’

As illustrated in Figure 8, the semantic system identified here is
also strikingly similar to the human brain ‘‘default network’’

Figure 8. Comparison of the left-hemisphere general semantic network indicated in the present ALE meta-analysis (top) and the ‘‘default network’’ (bottom). The latter map
represents brain areas that showed task-induced deactivation during performance of a tone discrimination task, that is, higher BOLD signal during a conscious resting baseline
compared with the tone task (see Binder et al. 2008 for details). In both types of studies, effects are observed in the AG, posterior cingulate gyrus, DMPFC, VMPFC, ventral
temporal lobe, anterior MTG, and ventral IFG. Although effects are stronger in the left hemisphere for both kinds of studies, task-induced deactivation is typically more
symmetrical in posterior cingulate and medial prefrontal regions (Shulman et al. 1997; Binder et al. 1999; Mazoyer et al. 2001; Raichle et al. 2001; McKiernan et al. 2003).
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Together, these results indicate that RSFC-derived sub-
network structures correspond well to task-activated subregions
within DMN and other canonical large-scale networks.

Parietal Subnetwork Is Central within DMN, while Lateral Subnetworks
Are Connector Hubs.We next examined properties that are known to
be heterogeneous within the larger DMN system to determine
whether differences between subnetworks might explain this het-
erogeneity. For example, some DMN regions serve as central ele-
ments of the network (22). Others may represent pathways by which
DMN processes interact with those of other networks, such as the
Language and Frontoparietal networks, which are known to be
partially connected to DMN regions (5, 23, 24).
For each subject, we first identified the canonical DMN,

Frontoparietal, and Language networks, as defined at the
densest edge density threshold at which it could be found. This
density was usually 5%, but in some subjects, the Language
network only separated from DMN at the 2% density level. See
SI Appendix, Fig. S5 for networks in each subject. For each DMN
subnetwork, we calculated the average strength of RSFC between

that subnetwork and 1) the rest of the DMN, 2) the Language
network, and 3) the Frontoparietal network. We note that in our
previous work, the Language network identified here was referred to
as the “Ventral Attention” network. We shift to a “Language” no-
menclature based on recent findings by refs. 3 and 63.
Subnetwork-to-network relationships in individual subjects

(example in Fig. 5A; see SI Appendix, Fig. S7 for all other sub-
jects) suggested that the Parietal subnetwork was centrally con-
nected to other DMN subnetworks, while the Anterior Lateral
subnetworks connected to the Language network, and the Dorsal
Lateral subnetworks connected to the Frontoparietal network.
Statistical testing revealed that the Parietal DMN subnetwork

exhibited stronger RSFC to the rest of the DMN than any other
subnetwork [all t (9) values > 5.3; all P values (corrected) < 0.05;
Fig. 5B; see SI Appendix, Fig. S8A for connectivity strengths and
comparisons in all nine DMN subnetworks]. By contrast, both of
the Anterior Lateral subnetworks exhibited stronger RSFC to
the Language network than any other subnetwork except each
other [all t (9) values > 2.8; all P values (corrected) < 0.05;
Fig. 5C and SI Appendix, Fig. S8B], with the exception of the
comparison of the Right Anterior Lateral vs. the Left Dorsal
Lateral subnetworks [t (9) = 2.58; P = 0.03 (uncorrected)].
Further, both of the Dorsal Lateral subnetworks exhibited
stronger RSFC to the Frontoparietal network than any other
subnetwork except each other [all t (9) values > 5.6; all P values
(corrected) < 0.05; Fig. 5D and SI Appendix, Fig. S8C]. No other
large-scale network exhibited positive RSFC to any of these
subnetworks (SI Appendix, Fig. S9)
These findings further suggest that the Parietal subnetwork

may play a primarily central, coordinating role within the
broader DMN, while the Lateral networks may serve as sets of
connector hubs that link DMN with other networks, as our
previous work has suggested (24). Such functions can be quan-
tified using graph theoretical measures: within-module degree
quantifies the centrality of a node within its network, while
participation coefficient quantifies how a node serves as a con-
nector hub (64, 65). Here, we used contiguous subnetwork re-
gions within the three large-scale networks as nodes to calculate
these graph measures and calculated measures at 5% density.
When specifically examining DMN, Language, and Fronto-

parietal nodes, we found that the Parietal subnetwork exhibited
significantly larger within-module degree than the Left Anterior
[t (9) = 3.74; P (corrected) = 0.02), Left Dorsal [t (9) = 6.43; P
(corrected) < 0.001], and Right Dorsal [t (9) = 7.88; P (cor-
rected) < 0.001] Lateral subnetworks and numerically larger
within-module degree (but not passing corrected significance

Table 1. Percentage of DMN subnetworks across subjects that
existed, were unitary (neither split nor merged with other
subnetworks), and were complete (represented in all relevant
brain structures)

Exist Unitary Complete Notes

Parietal 100% 50% 90% Sometimes split into multiple
subnetworks

Ventromedial 100% 70% 70% Merged with Pregenual in two
subjects

Pregenual 100% 80% 80% Merged with Ventromedial in
two subjects

Retrosplenial 100% 90% 90%
Posterior

MTL
100% 100% 90%

Left Anterior
Lateral

100% 80% 90% Merged with Right Anterior
Lateral in one subject

Left Dorsal
Lateral

100% 100% 100%

Right
Anterior
Lateral

100% 90% 100% Merged with Left Anterior
Lateral in one subject

Right Dorsal
Lateral

100% 100% 100%
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Fig. 2. DMN subnetworks in subject MSC01. Differ-
ent colors represent different subnetworks in cortex
(Top Left), ventral caudate and MTL (Bottom Left),
and cerebellum (Right). ant., anterior; dors., dorsal.
See SI Appendix, Fig. S3 for all subjects.
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Together, these results indicate that RSFC-derived sub-
network structures correspond well to task-activated subregions
within DMN and other canonical large-scale networks.

Parietal Subnetwork Is Central within DMN, while Lateral Subnetworks
Are Connector Hubs.We next examined properties that are known to
be heterogeneous within the larger DMN system to determine
whether differences between subnetworks might explain this het-
erogeneity. For example, some DMN regions serve as central ele-
ments of the network (22). Others may represent pathways by which
DMN processes interact with those of other networks, such as the
Language and Frontoparietal networks, which are known to be
partially connected to DMN regions (5, 23, 24).
For each subject, we first identified the canonical DMN,

Frontoparietal, and Language networks, as defined at the
densest edge density threshold at which it could be found. This
density was usually 5%, but in some subjects, the Language
network only separated from DMN at the 2% density level. See
SI Appendix, Fig. S5 for networks in each subject. For each DMN
subnetwork, we calculated the average strength of RSFC between

that subnetwork and 1) the rest of the DMN, 2) the Language
network, and 3) the Frontoparietal network. We note that in our
previous work, the Language network identified here was referred to
as the “Ventral Attention” network. We shift to a “Language” no-
menclature based on recent findings by refs. 3 and 63.
Subnetwork-to-network relationships in individual subjects

(example in Fig. 5A; see SI Appendix, Fig. S7 for all other sub-
jects) suggested that the Parietal subnetwork was centrally con-
nected to other DMN subnetworks, while the Anterior Lateral
subnetworks connected to the Language network, and the Dorsal
Lateral subnetworks connected to the Frontoparietal network.
Statistical testing revealed that the Parietal DMN subnetwork

exhibited stronger RSFC to the rest of the DMN than any other
subnetwork [all t (9) values > 5.3; all P values (corrected) < 0.05;
Fig. 5B; see SI Appendix, Fig. S8A for connectivity strengths and
comparisons in all nine DMN subnetworks]. By contrast, both of
the Anterior Lateral subnetworks exhibited stronger RSFC to
the Language network than any other subnetwork except each
other [all t (9) values > 2.8; all P values (corrected) < 0.05;
Fig. 5C and SI Appendix, Fig. S8B], with the exception of the
comparison of the Right Anterior Lateral vs. the Left Dorsal
Lateral subnetworks [t (9) = 2.58; P = 0.03 (uncorrected)].
Further, both of the Dorsal Lateral subnetworks exhibited
stronger RSFC to the Frontoparietal network than any other
subnetwork except each other [all t (9) values > 5.6; all P values
(corrected) < 0.05; Fig. 5D and SI Appendix, Fig. S8C]. No other
large-scale network exhibited positive RSFC to any of these
subnetworks (SI Appendix, Fig. S9)
These findings further suggest that the Parietal subnetwork

may play a primarily central, coordinating role within the
broader DMN, while the Lateral networks may serve as sets of
connector hubs that link DMN with other networks, as our
previous work has suggested (24). Such functions can be quan-
tified using graph theoretical measures: within-module degree
quantifies the centrality of a node within its network, while
participation coefficient quantifies how a node serves as a con-
nector hub (64, 65). Here, we used contiguous subnetwork re-
gions within the three large-scale networks as nodes to calculate
these graph measures and calculated measures at 5% density.
When specifically examining DMN, Language, and Fronto-

parietal nodes, we found that the Parietal subnetwork exhibited
significantly larger within-module degree than the Left Anterior
[t (9) = 3.74; P (corrected) = 0.02), Left Dorsal [t (9) = 6.43; P
(corrected) < 0.001], and Right Dorsal [t (9) = 7.88; P (cor-
rected) < 0.001] Lateral subnetworks and numerically larger
within-module degree (but not passing corrected significance

Table 1. Percentage of DMN subnetworks across subjects that
existed, were unitary (neither split nor merged with other
subnetworks), and were complete (represented in all relevant
brain structures)

Exist Unitary Complete Notes

Parietal 100% 50% 90% Sometimes split into multiple
subnetworks

Ventromedial 100% 70% 70% Merged with Pregenual in two
subjects

Pregenual 100% 80% 80% Merged with Ventromedial in
two subjects

Retrosplenial 100% 90% 90%
Posterior

MTL
100% 100% 90%

Left Anterior
Lateral

100% 80% 90% Merged with Right Anterior
Lateral in one subject

Left Dorsal
Lateral

100% 100% 100%

Right
Anterior
Lateral

100% 90% 100% Merged with Left Anterior
Lateral in one subject

Right Dorsal
Lateral

100% 100% 100%
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Fig. 2. DMN subnetworks in subject MSC01. Differ-
ent colors represent different subnetworks in cortex
(Top Left), ventral caudate and MTL (Bottom Left),
and cerebellum (Right). ant., anterior; dors., dorsal.
See SI Appendix, Fig. S3 for all subjects.
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transcranial magnetic stimulation that can target individual-specific
DMN subnetworks.
It is likely that temporally ordered interactions may also be

present among other association networks such as the Dorsal
Attention and Salience networks (82, 83). As such, future ex-
amination of subnetworks within these systems may reveal the
individually specific pathways by which these interactions occur.

Subnetworks Represent Task Patterns More Specifically than Large-Scale
Networks. In comparison to classic RSFC-derived large-scale brain
networks, the subnetwork divisions identified here likely represent a
lower level of the brain’s hierarchically nested network structure,
which allows them to demonstrate improved specificity in charac-
terizing the brain’s functional organization in individuals. While
large-scale brain networks are often used to help make sense of
group averaged task-driven responses (6), in individual brains, these
networks are often heterogeneously engaged by tasks, as measured
by BOLD fMRI (55) or intracranial electroencephalogram (84, 85).
This functional heterogeneity limits our ability to infer specific
functions of these networks based on their task engagement. By
contrast, subnetworks exhibit more homogenous and more in-
dividually specific task responses (Figs. 1 and 4). While large-scale
networks are good representations of the systems level of brain
organization (86) and thus may be appropriate units of analysis for
many systems-level questions, the subnetworks delineated here
better capture a level of organization corresponding with individual-
specific brain regions engaged during task processing, especially in
task contrasts where brain activation is regionally selective. Thus,
achieving true individual-level specificity in quantifying task en-
gagement may require the use of subnetworks.
Subnetworks also converge with known patterns of task en-

gagement. Regions of the Parietal subnetwork previously have been
associated with internally oriented (10) and socially oriented cognition

(55). Pregenual subnetwork regions (pregenual medial prefrontal
cortex, ventral anterior insula, and anterior striatum) have been as-
sociated with reward, expected value, and decision-related positive
affect (87–92). Further, the ventral aspects of the DMN were divisible
into separate Retrosplenial, Ventromedial, and Posterior MTL sub-
networks, which each correspond with distinct, known functional
processes. Retrosplenial cortex engages during processing of contex-
tual and especially scene information (15), the ventromedial prefrontal
cortex connects to the anterior MTL to regulate fear or anxiety (16,
89, 93), and the posterior MTL is critical for long-term memory
(94–96), among other functions.

Individualized DMN Subnetworks May Be Critical for Use in Clinical
Populations. Identifying brain circuits relevant for fear and anxi-
ety (Ventromedial), social cognition (Parietal), and reward
processing (Pregenual) may be critical for the study of phobias,
autism, and addiction, respectively. Similarly, the Lateral sub-
network links between DMN and Frontoparietal systems may be
critical for understanding top-down control of emotion in PTSD
and depression. However, even more important may be the
ability to identify these subnetworks in individual patients. For
example, within the ventromedial prefrontal cortex, the locali-
zations of reward, social processing, and fear overlap in group-
average studies, such that metaanalyses are needed to identify
partial dissociations between functions (18, 89, 97, 98). By con-
trast, here, we are able to identify, in most individuals, three
separate subnetworks that coincide with these functional disso-
ciations (Pregenual, Parietal, and Ventromedial). Identification
of such circuits in individual patients could enable dramatic
advances in our ability to diagnose disorders, evaluate treatment
efficacy and/or predict treatment response, and specify targets
for deep-brain stimulation-based interventions.

A

B C D

E F

Fig. 5. DMN subnetworks are differentiated by
functional connectivity to large-scale networks and
by network role. (A) A spring-embedding plot illus-
trating relationships among DMN subnetworks and
other networks in one example subject. Language
and Frontoparietal networks are linked to specific
DMN subnetworks. Nodes in this network are con-
tiguous subnetwork regions. The Posterior MTL
subnetwork is not shown here as it connects only to
itself in this subject. (B) The Parietal subnetwork
exhibited stronger RSFC to the rest of the DMN than
any Lateral subnetwork. (C) The Anterior Lateral sub-
networks both exhibited stronger connectivity to the
Language network than any other subnetwork, except
the Left Dorsal Lateral subnetwork. (D) The Dorsal Lat-
eral subnetworks both exhibited stronger connectivity to
the Frontoparietal network than any other subnetwork.
(E) The Parietal subnetwork exhibited larger within-
network degree Z scores than any Lateral subnetwork
except the Right Anterior Lateral subnetwork. (F) The
Parietal subnetwork exhibited smaller participation co-
efficients than any Lateral subnetwork. Error bars in-
dicate SEs across subjects. ant., anterior; dors., dorsal.

Gordon et al. PNAS | July 21, 2020 | vol. 117 | no. 29 | 17315

N
EU

RO
SC

IE
N
CE

D
ow

nl
oa

de
d 

at
 H

ar
va

rd
 L

ib
ra

ry
 o

n 
Au

gu
st

 1
1,

 2
02

0 

Same Subject
Semantic System (Left Hemisphere)

Binder et al. - 2009 - Fig 7

32

Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic
1989a, 1989b; Andersen et al. 1990). Notably, the same STS,
parahippocampal, prefrontal, and posterior cingulate regions
with which PG/7a is connected are themselves all strongly
interconnected (Jones and Powell 1970; Seltzer and Pandya
1976, 1978, 1989, 1994; Baleydier and Mauguiere 1980; Vogt
and Pandya 1987; Selemon and Goldman-Rakic 1988; Morris
et al. 1999; Blatt et al. 2003; Kobayashi and Amaral 2003, 2007;
Padberg et al. 2003; Parvizi et al. 2006). These 6 regions thus
form a distinct, large-scale cortical network that is strikingly
similar in location and function to the human semantic system
(Fig. 7). The other chief component of the human system,
VMPFC, is roughly homologous to the medial orbitofrontal (BA
10, 14, 25, 32) region of the macaque. Although this region has
no connection with PG/7a, it is strongly connected to middle
and anterior STS, posterior cingulate and retrosplenial cortex,
parahippocampus, and hippocampus (Seltzer and Pandya
1989; Barbas 1993; Cavada 2000; Blatt et al. 2003; Kobayashi
and Amaral 2003; Saleem et al. 2007). Thus, the macaque brain
contains a well-defined network of polysensory, heteromodal,
and paralimbic areas that are several processing stages
removed from primary sensory and motor regions and likely

to be involved in computation of complex, nonperceptual
information. We propose that this network is a nonhuman
primate homologue of the human semantic system, respon-
sible for storage of abstract knowledge about conspecifics,
food sources, objects, actions, and emotions. Anatomical
differences between the human and macaque systems are
consistent with the known expansion of prefrontal, parietal,
and temporal heteromodal cortex in the human brain, which
has enabled in humans further abstraction of knowledge from
perceptual events, ultimately culminating in the development
of formal symbol systems to represent and communicate this
knowledge.

The macaque parietal/frontal/STS network illustrated in
Figure 7 has often been interpreted as playing a central role in
visuospatial processing and spatial allocation of attention
(Mesulam 1981; Hyvarinen 1982; Seltzer and Pandya 1984;
Selemon and Goldman-Rakic 1988). This view is supported
by a large number of studies showing cells in the posterior
inferior parietal lobe of the macaque that respond to
oculomotor, limb movement, and spatial attention tasks
(Mountcastle et al. 1975; Hyvarinen 1982; Andersen et al.
1997). This model is clearly at odds, however, with our proposal

Figure 7. Summary diagrams comparing (A) the large-scale semantic network of the human brain and (B) a probable homologous network in the macaque monkey brain, comprised
of posterior inferior parietal cortex (PG/7a), STS, parahippocampal cortex (TF, TH), dorsolateral prefrontal cortex, posterior cingulate and retrosplenial cortex, lateral orbital frontal
cortex, and VMPFC. Green lines indicate the principal cortical connections of these regions in the monkey, based on studies using anterograde and retrograde tracer techniques (Jones
and Powell 1970; Seltzer and Pandya 1976, 1978, 1984, 1989, 1994; Mesulam et al. 1977; Baleydier and Mauguiere 1980; Leichnitz 1980; Petrides and Pandya 1984; Vogt and
Pandya 1987; Selemon and Goldman-Rakic 1988; Cavada and Goldman-Rakic 1989a, 1989b; Andersen et al. 1990; Barbas 1993; Morris et al. 1999; Cavada 2000; Blatt et al. 2003;
Kobayashi and Amaral 2003, 2007; Padberg et al. 2003; Parvizi et al. 2006; Saleem et al. 2007). All connections indicated are monosynaptic and reciprocal.
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many previous functional responses that have been attributed
to Broca’s area—from processing syntactic complexity to
imitation—arise in the language subregion, and which in the
domain-general subregions?

Beyond their implications for Broca’s area and for language
processing, our findings offer a satisfying answer to classic
questions about functional specificity in the frontal lobe, and
cerebral cortex more generally: The human brain contains
both regions that are highly specialized for a particular domain
and regions that are broadly engaged by a wide range of
stimuli and tasks. An important goal for future research will
be to understand how brain regions with such starkly different
functional profiles work together to produce uniquely human
cognition.

Experimental Procedures

Participants
Forty right-handed native English-speaking adults (28 females, 12 males)
from the Massachusetts Institute of Technology (MIT) community were
paid for their participation. All participants gave informed consent in accor-
dancewith the Internal ReviewBoard atMIT. (This data set partially overlaps
with the data set reported in [13].)

Design and Procedure
Each participant was scanned while performing the sentences/nonwords
reading task and one or more of the other six tasks (arithmetic addition,
spatial/verbal working memory, two versions of the multisource inter-
ference task [MSIT] and the classical Stroop task; see [13] for detailed
descriptions of the tasks). Between 13 and 16 participants performed
each of these six tasks.

Sample individual fROIs: Sentences>Nonwords  Nonwords>Sentences
Figure 1. Activation Patterns for Five Example
Subjects

Individual subject activations (red: sentences >
nonwords; blue: nonwords > sentences;
threshold: p < 0.001, uncorrected; the apparent
overlap at the edges of the regions of interest
[ROIs] results from the 3D projection of indepen-
dent regions that overlap along the line of sight).
These activations served as the ROIs. Black
outlines show BA45/44 borders [11].

Figure 2. Functional Profiles of Language-
Selective and Domain-General Functional ROIs

Magnitude of response (in percent signal
change from the fixation baseline) of language-
selective and domain-general regions within
BA45 (top box) and BA44 (bottom box) to each
of the two conditions in each of the seven
tasks. Language-selective regions are defined
by intersecting BA45/44 with sentences > non-
words activation, and domain-general regions
are defined by intersecting BA45/44 with
nonwords > sentences activation. All magni-
tudes shown are estimated from data indepen-
dent of those used to define the regions;
responses to the sentences and nonwords are
estimated using a left-out run. Error bars repre-
sent SEM by participants. *p < 0.05; **p < 0.01;
***p < 0.001. In the math task, participants
added smaller versus larger numbers; in the
spatial and verbal working memory (WM) tasks,
participants kept in memory fewer versus more
locations or digits, respectively; and in the three
cognitive control tasks (MSIT, vMSIT, Stroop),
participants had to inhibit a prepotent but
task-irrelevant response and choose instead
the task-relevant response.

Current Biology Vol 22 No 21
2060 Five Individuals

References

42

References to the sources from which illustrations 

in this presentation were taken may be found in the 

Extra Stuff section of the webpage for this session.


